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Abstract

Reconfigurable array architecture has become an important hardware platform for edge-side de-
ployment of convolutional neural networks due to their high parallelism and flexible programmability.
However, traditional multi-branch convolutional networks suffer from computational redundancy,
high memory access overhead, and inefficient branch fusion. Therefore, this paper proposes an a-
daptive multi-branch convolutional module ( AMBC) that integrates software-hardware co-optimiza-
tion. During training, the learnable fusion coefficients are introduced to enable adaptive fusion of
multi-scale features, while in the inference phase, the multiple branches and their normalization pa-
rameters are merged with the fusion coefficients into a single 3 X3 convolutional kernel through oper-
ator fusion. On the SIREA-288 reconfigurable platform, compared with unoptimized multi-branch
networks, the proposed AMBC reduces external memory accesses by 47.91% and inference latency
by 47.20% , achieving a 1.90 x speedup. This approach maximizes the utilization of the reconfigu-
rable logic while minimizing both reconfiguration and data-movement overheads in edge inference.

Key words: reconfigurable array processor, structural re-parameterization, model compres-

sion, fusion coefficients, edge-side inference acceleration, hardware-software co-optimization

0 Introduction

With the deep integration of edge computing and
artificial intelligence ( Al), convolutional neural net-
works (CNNs) have been widely applied to tasks such
as object detection, image classification, and scene

1 . . .
"' However, multi-branch convolutions in-

recognition
troduce substantial computational and memory access
overhead, which hinder real-time deployment on re-
source-constrained edge devices 7.

The dynamically reconfigurable arrays are regar-
ded as ideal for specialized domains due to their archi-
tectural advantages, combining software-level program-
mability with dedicated hardware efficiency to achieve
an excellent trade-off between energy efficiency and
flexibility. By leveraging resource slicing and dynamic
reconfiguration, these architectures overcome the limi-
tations of coarse-grained reconfigurable arrays in multi-

task scheduling and resource utilization, making them

.1 [4-5
strong contenders among specialized accelerators™*

Currently, the structural re-parameterization (SR)
technique has emerged as an effective approach to im-
proving CNN inference efficiency. It retains the multi-
branch structure during training to enhance representa-
tional capacity, while simplifying the computational
path during inference to accelerate execution'®’. The
representative  studies such as RepVGG "' and
YOLOv7 ' have demonstrated favorable trade-offs be-
tween accuracy and efficiency across various vision
tasks. Most current reparameterization methods have
only limited feature fusion mechanisms, lack adaptive
capabilities for input feature differences, and do not
fully consider the characteristics of hardware platforms
like reconfigurable arrays, resulting in limited deploy-
ment efficiency[gl.

To address the above challenges, this paper propo-
ses an adaptive multi-branch convolutional module

(AMBC) based on reconfigurable array. The AMBC

introduces dynamically learnable branch fusion coeffi-
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cients to enable input-aware multi-scale feature fusion.
Furthermore, structural re-parameterization is em-
ployed to merge multiple branches into a single convo-
lutional kernel, thereby significantly reducing hardware
computational complexity. When combined with the
parallel computing capabilities of reconfigurable arrays,
this approach greatly improves inference performance
and energy efficiency. The main contributions of this
work are as follows.

(1) An AMBC module is designed with embed-
ded trainable fusion coefficients, which adaptively
weight the contributions of the 3 x3, 1 x1, and identi-
ty branches according to the input statistics, enabling
input-aware multi-scale feature fusion.

(2) Building upon classical SR, the branch
weights, batch-normalization parameters, and learned
fusion coefficients are jointly collapsed into a single
3 %3 kernel and bias, resulting in a hardware-friendly,
fixed-path operator that eliminates control divergence
and irregular memory accesses on reconfigurable array.

(3) The proposed method is validated on the
SIREA platform, achieving significant reductions in
inference latency while maintaining classification ac-
curacy.

The remainder of this paper is organized as fol-
lows. Section 1 reviews related work and presents the
motivation of our approach. Section 2 details the pro-
posed adaptive multi-branch convolutional module, in-
cluding its design principles and structural re-parame-
terization method. Section 3 describes the reconfigu-
rable hardware implementation and array mapping
strategy for efficient deployment on the SIREA-288
platform—a self-reconfiguring, self-evolving Al chip
developed by our project team. Section 4 reports exper-
imental results and analysis, demonstrating the effec-
tiveness of the proposed method in terms of perform-
ance and resource efficiency. Finally, Section 5 con-
cludes the paper and outlines potential future research
directions.

1 Related work and motivation

With the rapid development of edge intelligence,
CNNs have demonstrated strong expressive power in
visual tasks. However, the computational complexity
and power consumption problems associated with their
multi-branch structure and deep design have severely

constrained the deployment efficiency on resource-lim-

[10]

ited edge devices For this reason, the structure

optimization and hardware-friendly model design have

become a hot research topic''’.

1[12]

Su et a proposed to utilize dynamic branch se-

lection to reduce the computational overhead while en-
suring performance and adapting to edge device re-
quirements. Deng et al "’ proposed a reparameteriza-
tion residual feature network based on structural re-
construction, which achieves parameter compression
and acceleration in super-resolution tasks by remo-
ving redundant structures and multi-scale fusion.
Wei et al''*! proposed an automatic neural network
branching to improve scheduling efficiency on multi-
core platforms.

The above methods do not adaptively adjust input
features and are insufficiently integrated with the hard-
ware platform, which hinders the synergistic optimiza-
tion of hardware and software''”’. The SR approach
significantly reduces the computational complexity and
memory occupation in the inference phase by merging
the multi-branch structure into a single 3 x 3 convolu-
tion, e.g., REPVSR achieves 37. 52 frames per sec-
ond (FPS) at 1080p resolution''’. RepLKNet'"”
introduces dynamic path reparameterization to achieve
adaptive inference path optimization over inputs, but
its fusion mechanism still has limitations and lacks in-
depth adaptation to hardware architectures. However,
merging branches may reduce multi-scale feature repre-
sentation in some cases'"®'. YOLOv7-Rep'"’ maintains
a detection accuracy comparable to that of the baseline
model through a structural reparameterization ap-
proach , which effectively solves the performance balan-
cing problem between the training and inference pha-
ses.

Our team has conducted multiple studies on
reconfigurable arrays, which serve as ideal platforms
for edge Al inference due to their flexible computing u-
nits and high energy efficiency. Ref. [20] proposed
an efficient deployment method based on reconfigurable
array ( RA) for multi-branch networks, which signifi-
cantly improves parallel computing efficiency and hard-
ware resource utilization through flexible PE array de-
sign, dynamic allocation of shared buffers and local da-
ta storage optimization. Ref. [21] designed an in-
struction-driven and data-driven dual-mode switching
RA architecture to improve computational throughput.
Ref. [22] proposed a dual-mode configurable storage
architecture that dynamically adjusted weights and fea-
ture map storage paths to optimize access efficiency.
Ref. [23] on the other hand proposed an RA accelera-
tor for dynamic task scheduling for recommender sys-
tems to improve resource utilization and scheduling flex-
ibility.

Based on the above analysis, this paper proposes
a hardware-software coordinated optimization scheme
that combines dynamic branch fusion, structure repa-
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rameterization and RA hardware optimization. Specific-
ally, learnable fusion coefficients are introduced for dy-
namic fusion of input-aware multi-scale features; struc-
tural re-parameterization merges multi-branch struc-
tures into a single convolutional kernel to reduce hard-
ware execution complexity; and the parallel scheduling
and optimized data paths of the RA platform are lever-
aged to achieve efficient hardware-software co-optimiza-

tion.

2 Adaptive multi-branch convolution opti-
mization

In this paper, AMBC is designed to enable dy-
namic branch weight adjustment and enhance the mod-
el’s input-awareness and feature representation capa-
bility by incorporating learnable fusion coefficients and
structural re-parameterization. Through the integration
of learnable fusion coefficients and structural re-param-
eterization, computational paths during inference are
substantially compressed and memory accesses are re-
duced, thereby achieving deep co-optimization of mod-
el structure and RA hardware mapping.

2.1 Adaptive multi-branch convolutional module

In image classification tasks, input images often
contain complex backgrounds and interference, making
it challenging to highlight salient regions. As the diver-
sity of visual scenes increases, the traditional static
convolutional operations face two main limitations as
below.

(1) The response of each convolutional branch to
different inputs is fixed, hindering adaptive adjustment
of feature extraction focus for varying scenarios.

(2) Although multi-branch designs enhance fea-
ture expressiveness, they also introduce substantial
computational redundancy and hardware mapping com-
plexity, which limits efficient deployment in resource-
constrained environments.

To address these issues, this paper designs the
AMBC module whose core idea is to fuse features from
different receptive fields at the spatial scale, while au-
tonomously adjusting each branch’ s contribution to the
final output based on the statistical distribution of the
input features. This approach reduces redundancy and
enhances hardware efficiency. As shown in Fig. 1, the
core structure consists of three parallel branches: a 3 x
3 convolution branch, a 1 x1 convolution branch, and
an identity branch. Each branch is followed by a nor-
malization layer to stabilize training, and the outputs
are dynamically weighted using trainable fusion coeffi-
cients to enhance adaptability across different receptive

fields.

The fusion coefficients are learned end-to-end as
model parameters during the training stage, enabling
dynamic adjustment of branch contributions for differ-
ent input features and improving both model generaliza-
tion and representation accuracy. Where the dependent
variable y is the output of each branch and Y is the to-
tal output after branch fusion. The overall branch fu-
sion process is formulated as follows.

yl = a;,sBN(Conv,,; (X))
¥2 = o, BN(Conv,,, (X))
y3 = a,BN(X)

Y = ReLU(yl + 52 +3)

(D

where the fusion coefficient ; is a trainable parameter
that is updated along with the rest of the network’ s pa-
rameters to support end-to-end learning of branching
importance. The convolutional output after batch nor-
malization ( BN) is multiplied by the corresponding fu-
sion coefficient to obtain each branch’ s weighted out-
put.

Unlike traditional static branch fusion, the dy-
namic weighted propagation mechanism can adapt to
variations in input features. The fusion coefficients
are updated via backpropagation during training.
This mechanism ensures that feature information at
different scales can adaptively contribute to the final
output based on the statistical properties of the input
data. This mechanism allows the network to flexibly
adjust the weights of the branches when facing differ-
ent datasets or scenarios, avoiding information loss

or redundant computation due to static fusion approa-

I
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Fig. 1 Architecture of multi-branch convolutional

structure with learnable coefficients

During the forward propagation, feature maps from
different scale branches are first normalized, and then



42

HIGH TECHNOLOGY LETTERSIVol. 32 No. 1 |Mar. 2026

linearly weighted and superimposed using the corre-
sponding weights to generate the fused output feature
maps. In the backpropagation phase, the gradients of
the fusion coefficients are automatically computed
based on the chain rule, leading to end-to-end learna-

Do aL .
ble optimization. o represents the gradient of the loss
i
function L with respect to the fusion coefficient a. Ac-
cordingly, the gradient of each fusion coefficient can

be derived as

oL _ ol
aai - aIroul

'BN(F;) (2)

where F, denotes the feature map output of the i-th
branch after BN. F_,
generated by aggregating all branch outputs using the

. is the fused output feature map
fusion coefficients. Through operator structure fusion,
the structural consistency of all branch data streams is
significantly enhanced, thus realizing the regularity of
data path and operation unit allocation, and reducing
the instruction scheduling complexity and redundant re-
source waste in hardware mapping. This structure-a-
ware fusion mechanism design effectively improves the
resource utilization and execution efficiency of the
reconfigurable platform in the reasoning process, and
lays a solid foundation for the next structural reparame-

terization.

2.2 Building AMBC network architecture
The structure of the proposed network is illustra-
ted in Fig. 2. It adopts an overall modular design

comprising three main parts; the input layer, the fea-
ture extraction module, and the classification module.
The network has a compact structure, moderate
depth, and controllable parameter scale, making it
suitable for conventional visual tasks such as image
classification.

The input layer performs initial feature extraction
from the original image using a 3 X 3 convolution fol-
lowed by BN. It outputs 64 channels while maintaining
the same spatial resolution, providing high-quality ini-
tial features for the subsequent feature extraction mod-
ule.

The backbone consists of four stages, each com-
posed of a basic block containing an AMBC module,
where the number of channels for each stage output is
set to 64, 128, 256 and 512 respectively. To achieve
progressive compression of the spatial dimension, the
base module uses a convolution operation with a step
size of 2 to accomplish spatial down sampling.

The classification module employs a maximum
pooling operation to compress the spatial dimensional
feature maps to 1 x 1 size, and subsequently outputs
the final classification results through a fully connected
layer. This design effectively reduces the number of
parameters and computational complexity of the model
while ensuring the classification accuracy.

The AMBC module supports structural re-parame-
terization during inference, significantly reducing com-
putational overhead and improving deployment efficien-

cy on edge devices.

Input Image BasicBlock BasicBlock BasicBlock BasicBlock
3x3 3x3 3x3 3x3
| 1x1 | 1x1 | 1x1 | 1x1
Conv3x3,64 AMBC — AMBC — AMBC L AMBC
T | | 1D | D | | D | D
BN+ReLU Stage 1(c=64,5=2) Stage 2(c=128,5=2) Stage 3(c=256,5=2) Stage 4(c=512,5-2)
L
MaxPool
m I

[ [ |

[ 3x3Conv ]( 1x1Conv j[ Identity j

Sum

Output

Original multi-branch

Fully connected layer

Output

After re-parameterization

Fig. 2 Architecture of proposed AMBC-Net
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2.3 Reparameterization method with fusion coef-

ficients

To reduce computational overhead during infer-
ence, structural re-parameterization is employed to
merge the multi-branch structure and normalization pa-
rameters into a single equivalent 3 X 3 convolutional
kernel , retaining only one efficient computational path.

In the proposed method, fusion coefficients are in-
corporated into the re-parameterization process, enab-
ling adaptive feature fusion within the equivalent single
kernel. This eliminates control overhead and structural
irregularities caused by redundant branches. The
process comprises the following three steps.

(1) Convolution and BN are fused into a single
linear operation.

(2) BN uses parameters u (mean), and the o’
(variance) from training statistics; y and 3 are learned.

(3) Linear fusion integrates these data into a sin-
gle equation (Eq. 3).

(ziaiwi )x + ziaibi) -

o’ +¢

Z =y +8

(3)

where Z denotes the fused output feature map; «x is the
input feature map, i indexes different branches; W, and
b, are the convolution weight and bias of the i-th branch,
respectively; a, is the corresponding fusion coefficient;
and & is a small constant for numerical stability.

Eq. (3) is transformed into the form of Eq. (4)
through variable separation and linear transformation,
Eq. (5) further provides a simplified representation of

Eq. (4).

Y
W, = ( ) oW,
| /82 + e ZL
Y

b, = (m)(z,ﬂibi ~u) +B

y=W

eq

(4)

cx + b, (5)

where W, and b, denote the equivalent weight and e-
quivalent bias, respectively, derived by fusing the
batch normalization parameters into the aggregated line-
ar weights; v represents the final inference output,
which is obtained through a single linear transformation
without explicit normalization steps.

All branch outputs are mapped to a unified 3 x 3
kernel size. 1 x1 kernels are zero-padded to 3 x3, and
identity mappings are converted to ldentity convolutional
kernels (diagonal elements are set to 1, others to 0),

ensuring consistency for kernel fusion as shown in Fig. 3.

W .

L/
X1]|X2(X3 -” 00 |0
X4|X5|[X6 ’ 0 [kI|O
X7|X8|X9 00 |0

Feature map Oringin kernel weight:1 ~ Converted kernel weight:1

S=1, pad=0 S=1, pad=1
Fig. 3 Kernel alignment process for structural
re-parameterization
The aligned kernels and biases are linearly weigh-
ted and merged into a single 3 x3 convolutional kernel
and bias, replacing the multi-branch structure for effi-
cient forward propagation without runtime branch switc-

hing. This fusion process can be formally expressed as

shown in Eq. (6).

0 0 0
pad(Wi,,) =10 W, 0
0 0 0 (6)

Lolm, ] = {1 =m =1

0, othoerwise
where pad (. ) explicitly constructs a center-aligned
3 x3 kernel from the learned 1 x 1 weights; I, ;
denotes the 3 x 3 identity kernel used for structurally
equivalent re-parameterization of the identity branch.
Compared to RepVGG!") | which only fuses convo-
lutional weights with BN, this method introduces fusion
coefficients to model multi-scale feature importance, im-
proving precision in structural compression. It supports
fixed-path parallel computing, which avoids instruction
jumps and cache conflicts. By balancing training ex-
pressiveness with inference efficiency, the approach re-
duces operator parsing delays and resource overheads

while enhancing hardware-software co-optimization.

3  Reconfigurable parallel implementation
of AMBC on the SIREA-288 platform

3.1 Reconfigurable array architecture of the SIREA
platform

The proposed AMBC network is efficiently imple-
mented on a reconfigurable array architecture, namely
the SIREA platform, whose self-reconfiguration is real-
ized through the ASFRM mechanism>'. The SIREA
chip comprises a programmable controller, a memory
controller, a 6 x6 x 8 processing element ( PE) array
operating at 400 MHz, and dedicated on-chip buffers
that are optimized for high-speed concurrent data ac-
cess. Its dynamic reconfiguration capability enables
rapid switching between convolution tasks, significantly
reducing external memory accesses and enhancing com-
putational throughput. Fig. 4 is the architecture of the
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SIREA reconfigurable processor.

To leverage parallel computing advantages, AM-
BC employs structural reparameterization, merging
multiple convolutional branches into a single unified
kernel. This simplification aligns with the parallel exe-
cution model of the reconfigurable array, reducing
scheduling complexity and memory access overheads.
The programmable controller integrates a reconfigura-
tion-execution-pre-parsing mechanism, enabling con-
current parsing of forthcoming layer configurations dur-
ing ongoing computations, thereby ensuring near-in-
stantaneous transitions between convolutional layers.

Convolutional kernels are preloaded into PE regis-
ters to minimize latency and maximize data reuse. In-
put feature maps are partitioned to match on-chip cache
capacity, strategically preserving overlapping regions to
maintain convolution accuracy and data locality.

Double data
rate SDRAM

i ]

Main controller

PCle controller

Memory
controller |
{} Output data buffer
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E E P PE
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Input |— > E| |P PE
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Fig. 4 Axrchitecture of the SIREA reconfigurable processor

Each PE independently computes convolutions on
its assigned segments using a sliding-window approach
to perform multiply-accumulate ( MAC) operations in
parallel.

Partial results are propagated through dedicated
register chains between adjacent PEs, minimizing la-
tency and improving computational efficiency.

Completed feature maps are stored temporarily in
on-chip caches, further reducing off-chip memory ac-
cesses. Upon completion of each layer, the system rap-
idly reconfigures the PEs for subsequent computations,
leveraging cached data and preloaded kernels. Algo-
rithm 1 presents the pseudo-code for the reconfigurable

task scheduling and data dissemination mechanism.

Algorithm 1

patch mechanism

Reconfigurable task scheduling and data dis-

Input; Task information
Output: Task accomplished

1. Initialize system

2. Load task information into main controller

3. Load pending reconfiguration model information

4. while( Q not empty or any PE is busy) do

5: Read PE state and check whether any PE is idle

6. if PE state register = = 0 then

7. Dequeue the next task T from Q.

8. Dispatch the task descriptor of T to the selected PE
via the H-tree control network.

9. The PE starts executing T.

10 Update the task queue and PE state after execution.
11. else

12 Continue executing tasks under the current configura-

tion until a PE becomes idle.
13. end if
14 . end while

15: Terminate system

3.2 Efficient mapping of AMBC onto the SIREA
reconfigurable array

A mapping method is proposed for the 6 x 6
reconfigurable array to enhance data reuse through a lo-
cal sliding-window and convolution kernel multiplexing
strategy. Input feature maps are partitioned based on
on-chip cache capacity, with overlapping boundaries
preserved to maintain complete convolutional receptive
fields. Subgraphs are injected into the cache in paral-
lel, using linear address mapping to align data and re-
duce access conflicts.

Convolution weights are broadcast to PE column
registers before inference and remain resident, minimi-
zing external bandwidth and configuration latency.
During computation, PEs in each row perform sliding
window convolution on feature map segments, execu-
ting multiply-accumulate operations and passing partial
sums via register chains for tightly-coupled computa-
tion-communication flow as shown in Fig. 5. This a-
chieves spatial parallelism along output columns. After
each sub-block ’ s output, the fast reconfiguration
mechanism switches weights and task descriptions to
process high-dimensional channels efficiently.

The combined strategy of sub-block slicing,
weight residency, and streaming accumulation levera-
ges programmable data paths and proximity communi-
cation, ensuring a regular data flow for re-parameter-
ized convolution and providing a scalable hardware
foundation for module-level reconstruction.
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4 Experimental results and analysis

4.1 Experimental environment setup

To rigorously evaluate the proposed AMBC im-
provement scheme, we integrated a multitasking switc-
hing mechanism into a heterogeneous edge platform,
where the reconfigurable SIREA-288 accelerator was

combined with the RK3588 main processor. Table 1
summarizes the hardware and software configurations
used in all experiments.

In the SIREA platform, adjacent PEs are connect-
ed through a register chain for partial-sum forwarding,
and the data transfer between neighboring PE registers

takes one clock cycle.

Output data buffer

eee
l \L Kernel
Weight data
Data bus m—
buffer
SR %
21518
31619 Input |Input
data | data
— buffer |buffer

I

Input feature map

— Channel 1

Data
bus — Channel 2

— Channel 3

Output feature map

Fig. 5 Mapping strategy of AMBC on the PE array

Table 1 Experimental environment configuration
Hardware resources Parameters
PE array 6 x6 x8 PEs
PE array clock 400 MHz
PE register file(s, v) 32,15
PE register latency 1 cycle

DRAM 4 GB DDR3 1 600 MHz

Dataset CIFAR-10

The main controller of the SIREA chip manages
on-chip task switching, while the heterogeneous plat-
form communicates with the host computer via a feed-
back module. The CIFAR-10 dataset, consisting of
60 000 color images of size 32 X 32 across ten classes
with 50 000 images for training and 10 000 for testing,
is employed to evaluate the proposed AMBC optimiza-
tion on the reconfigurable array.

4.2 Experimental and analysis

The experiments evaluate the AMBC method from
three perspectives: memory access and reconfiguration
cycles, inference performance. Ablation studies are

conducted to assess the impact of fusion coefficients

and reparameterization on the AMBC method.
4.2.1 Memory access and reconfiguration cycle anal-
ysis

Table 2 presents the average memory access and
reconfiguration cycles for different convolutional kernel

sizes on the SIREA-288.

Table 2 Average access and reconfiguration cycles for different

convolution kernels

. Average number
Convolution of ~ Average number .
of reconstruction

different sizes of access cycles

cycles
1x1S=1 5354 6
3x3S5=1 22 571 6
3x38§=2 20 752 6

For a 32 x 32 x 3 input image, AMBC reduces
memory access cycles by 47.91% compared with tradi-
tional methods, achieving 22 571 cycles for 3 X3 convo-
lutions with stride 1. Structural re-parameterization
merges multi-branch structures into a single 3 x3 ker-
nel, eliminating redundant memory accesses. Com-

pared with Ref. [25], which reports 23 310 cycles,
and Ref. [26], which achieves a 44.70% latency re-
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duction, AMBC demonstrates superior access efficiency.
As seen in Fig. 6, the experimental platform se-
lected supports fast task switching with different convo-
lutional kernel sizes and step sizes, and the average
reconfiguration time is stabilized at 6 cycles, which ac-
counts for less than 1.00% of the total number of cy-
cles for each convolutional operation. This improve-
ment is attributed to the proposed structural re-parame-
terization mechanism, in which the multi-branch struc-
ture is statically fused into a single 3 X3 convolutional
kernel during inference, thereby eliminating redundant
accesses from separate multi-branch convolutions.

20.0 &

@ mm Average compute cycles 5428 %;
% 5000 Average reconfig cycles 175 ©
> v
2 150 5
8 4000 )
2 125 g
5 3000 3029 3029 g
= 10.0 g
g &
£ 2000 6 6 6 6 |75 %
% 50 8
£ 1000 248 1 o
i
0 00 <

I1x1 S=1 3x3 §=1 3x3 §=2 AMBC

Convolution Type

Fig. 6 Cycle counts of different convolutional operations

on SIREA-288

Unlike traditional implementations where each
convolutional kernel is accessed independently ac-
cording to its size and the total access period is the
sum of the average periods of multiple kernels, the
reparameterization requires only one 3 X 3 convolu-
tional access with a step size of 1 to complete the
computation.

4.2.2

In order to comprehensively evaluate the perform-

Inference performance evaluation

ance of the model for edge deployment, the following
metrics are selected: inference latency, energy effi-
ciency, aiming to verify whether AMBC significantly
optimizes the inference speed and execution efficiency
on the edge devices while maintaining the accuracy of
the model.

Table 3 compares AMBC with other convolution-
al accelerators at 224 x 224 resolution. After re-pa-
rameterization, AMBC performs the same standard
convolution as in networks such as AlexNet and
VGG. The values reported in Table 3 correspond to
the average execution time per convolution layer,
which is the mean of the execution times for each in-
dividual convolution layer. This approach ensures a
consistent comparison of layer-wise convolution per-

formance.

Table 3 Inference performance comparison of AMBC with other convolutional accelerators
Ref. [27] Ref. [28] Ref. [29] Ref. [30] This paper
Model AlexNet AlexNet VGG16 Resnet50 AMBC
Resolution 224 x 224 224 x 224 224 x224 224 x 224 224 x224
Average Latency 22.2ms 22.76 ms 47.6 ms 28.56 ms 19.76 ms
GOPS/W 41.78 92.97 30. 1 / 51.2

AMBC achieves an average latency of 19.76 ms,
lower than 22. 2 ms in Ref. [27], 22. 76 ms in
Ref. [28], 47.6 ms in Ref. [29], and 28.56 ms in
Ref. [30], corresponding to reductions ranging from
15.6% 1o 60.7% . lis energy efficiency reaches 51. 2
giga operations per second per watt (GOPS - W™'),
exceeding the 30. 1 GOPS + W' of VGG16 and ap-
proaching the 92.97 GOPS + W' of AlexNet. These
results demonstrate that AMBC offers a favorable bal-
ance between low latency and high energy efficiency for
edge computing.

Overall, the AMBC achieves high energy efficien-
cy while maintaining low inference latency, demonstra-
ting an effective balance between computational per-
formance and energy consumption. Compared with the
traditional deep network model, AMBC has higher
practical value and application potential, and is espe-

cially suitable for edge computing scenarios with strict
requirements for both latency and energy consumption.
4.2.3 Ablation study on AMBC algorithm improve-
ments

The ablation study in Table 4 demonstrates the
distinct contributions of AMBC’ s core components. In-
corporating learnable fusion coefficients increases Top-1
accuracy from 90.4% to 92. 8% , while inference la-
tency remains almost unchanged at around 37 ms.
Structural re-parameterization alone yields a moderate
improvement in accuracy, raising it to 90. 9% , and
more importantly reduces latency to 20. 15 ms, repre-
senting a reduction of over 46. 0% . When both tech-
niques are applied simultaneously, the network a-
chieves 92. 5% accuracy with an inference latency of
19.76 ms, corresponding to a 1. 90 X acceleration
compared with the baseline.
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Table 4  Ablation study results of AMBC

Model Accuracy/ Inference latency/
% ms
Baseline 90.4 37.46
Fusion-only 92.8 37.30
Reparam-only 90.9 20.15
This paper( fusion + reparam ) 92.5 19.76

In summary, the ablation experiments demonstrate
that fusion coefficients mainly contribute to accuracy,
whereas structural re-parameterization mainly contrib-
utes to efficiency. Their combination achieves an inte-
grated optimum without significantly sacrificing either
objective.

5 Conclusions

This paper proposes the AMBC framework tailored
for reconfigurable arrays to address the high computa-
tional cost and inefficiency of traditional multi-branch
CNNs.

The core contribution of this work is the integra-
tion of trainable fusion coefficients into the structural
process, enabling input-aware
Ablation results

that fusion coefficients mainly enhance accuracy, while

re-parameterization
multi-scale feature fusion. indicate
structural re-parameterization substantially reduces la-
tency, together providing complementary benefits. By
collapsing branches into a unified 3 x3 kernel, AMBC
eliminates irregular memory accesses and maintains low
reconfiguration overhead, ensuring efficient deployment
on the SIREA platform. Experimental evaluations show
a 47. 91% reduction in memory accesses, a 47. 20
percent reduction in inference latency, and a 1. 90 x
speedup without loss of accuracy, confirming the effec-
tiveness of AMBC for real-time, energy-constrained
edge applications.

Future work will extend this approach to larger-
scale networks and explore its applicability to emerging
architectures such as Transformers and multimodal sys-
tems for enhanced hardware-software co-optimization.
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