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Abstract

Existing iteration-level schedulers for large language model ( LLM) serving rely on static, sin-
gle-mode policies (e. g. , prefill-first or chunked-prefill) and fixed batching hyperparameters, which
fail to adapt to the dynamic resource demands of production workloads. Consequently, these systems
often struggle to balance the competing pressures of prefill and decode phases, leading to significant
degradation in goodput, the rate of requests satisfied within strict service level objectives ( SLOs).
To address these limitations, we propose Triage, a unified scheduling framework that optimizes good-
put via feedback-driven batch shaping. Unlike prior state-aware schedulers that operate in abstract
design spaces, Triage leverages a hierarchical feedback control loop to directly manipulate concrete
engine-level knobs, enabling dynamic switching between decode-only, chunked-prefill, and prefill-
only regimes. By continuously monitoring workload composition and key value (KV) cache pres-
sure, Triage dynamically steers batch composition and execution regimes without requiring manual
hyperparameter tuning. We implement Triage on top of the vLLM, open-source LLM serving engine,
and experimental results demonstrate that it achieves up to 10. 50 x higher goodput compared to
state-of-the-art baselines while maintaining robust performance across diverse workload distributions
and distributed serving configurations.

Key words: large language model serving, iteration-level scheduling, goodput-driven sched-
uling

large transformer models with billions of parameters,

0 Introduction

Recent progress in large language models (LLMs),

spanning both proprietary systems such as generative

" and a
rapidly growing ecosystem of open-source models? ~*! |

pre-trained Transformer ( GPT) class models

has led to widespread deployment of LLM-based appli-
cations across many domains. From software develop-
ment assistance and data analytics to content creation
and customer support, LLMs are becoming a core com-
putational primitive that powers modern artificial intel-
ligence (Al) services. However, delivering these ca-
pabilities in production requires running inference on

which in turn demands substantial graphics processing
unit (GPU) resources. In practice, the cost of provi-
sioning and operating GPU clusters for LLM serving of-
ten dominates the overall operational expenditure of
LLM-based products. As a result, the design of high-
performance LLM serving engines has become a central
systems problem; state-of-the-art serving frameworks
aggressively optimize GPU utilization and focus on max-
imizing end-to-end serving throughput, so as to amor-
tize the cost of expensive accelerators over as many re-
quests as possible while keeping per-request cost ac-
ceptable for providers and users.

-7]

Modern LLM serving engines'* ™' are responsible
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for deciding, at each scheduling interval, how to pack
pending requests into batches and whether to execute a
prefill or a decode step, subject to the remaining GPU
memory budget (dominated by key-value (KV) cache
usage) and the current request queue. Early sys-
tems'® typically adopt coarse-grained and request-level
scheduling, leading to a large number of padding bub-
bles. To better exploit batching opportunities and re-
duce idle GPU cycles, more recent work >7*~'*) has
moved to iteration-level scheduling, where the engine
decides on every iteration which subset of requests to
serve and which phase ( prefill or decode) to run.
Within this line of work, some systems embody a de-
code-first design that prioritizes serving decoding to-
kens, while others, such as vVLLM v0O"*! and several

1 adopt a prefill-first strategy ;

subsequent engines
in both cases, a single iteration is constrained to exe-
cute either prefill or decode, but not both. To mitigate
the head-of-line ( HOL ) blocking caused by long
prompts and to enable genuinely preemptive schedu-
“2) further introduce chunked-

prefill; long prompts are split into multiple smaller

ling, recent schedulers

chunks, and these chunks are treated as additional
prefill jobs that can be interleaved with decoding re-
quests within the same batch. This mechanism signifi-
cantly improves GPU utilization, system throughput,
and fairness under heterogeneous prompt lengths, and
has therefore been adopted as the default scheduling
paradigm in several state-of-the-art LLM serving en-
gines.

However, existing iteration-level schedulers face
fundamental limitations that degrade system goodput,
i. e. , the rate of requests satisfying SLOs. They rely on
static, single-mode policies that cannot dynamically
balance the competing resource demands of prefill and
decode phases. Consequently, they often over-priori-
tize one phase at the expense of the other, leading to
inevitable SLO violations. Furthermore, their reliance
on fixed, manually-tuned batching hyperparameters
fails to adapt to runtime fluctuations, causing signifi-
cant goodput loss in production environments where
workload patterns shift rapidly.

To address these bottlenecks, we propose Triage,
a framework that optimizes goodput via feedback-driven
batch shaping. Unlike prior state-aware schedulers like
SOLA, a state-aware SLO-attainment scheduler'’,
which operates in an abstract design space in a single
chunked mode, Triage directly controls the concrete
scheduling knobs exposed by modern engines (e. g. ,
chunking switches, token budgets). By unifying pre-
fill-first, decode-first, and chunked-prefill into a single
decision process, our scheduler employs a hierarchical

feedback loop to dynamically steer batch composition
based on current workload mix and KV-cache pres-
sure. This allows Triage to adaptively tune hyperparam-
eters al runtime, maximizing goodput while strictly
meeting user-specified targets for both time-to-first-
token (TTFT) and time-per-output-token (TPOT).

Our main contributions are as follows.

First, we propose Triage, a unified scheduling
framework that employs hierarchical feedback control to
continuously balance prefill and decode pressures, ef-
fectively eliminating the need for static policy selection.

Second, we design a feedback-driven batch sha-
ping mechanism that translates continuous control sig-
nals into concrete execution budgets (e. g. , sequence
concurrency and token limits ). This enables fine-
grained, automated adaptation to dynamic workloads
without manual hyperparameter tuning.

Third, we implement Triage on top of vLLM"’
and demonstrate its effectiveness. Experimental results
show that Triage achieves up to 10.5 X higher goodput
compared to baselines and maintains robust perform-
ance across diverse workload distributions and strict
SLO constraints.

The remainder of this paper is organized as fol-
lows. Section 1 introduces the background of LLM ser-
ving and motivates the need for Triage by analyzing the
limitations of existing static scheduling policies. Sec-
tion 2 details the system design, focusing on the SLO-
aware state collector and the hierarchical feedback con-
trol scheduler. Section 3 describes the implementation
of Triage on top of the vLLM engine. Section 4 pres-
ents a comprehensive evaluation of the system’ s end-
to-end performance, scalability, and robustness com-
pared to state-of-the-art baselines. Section 5 discusses
related work, and Section 6 concludes the paper.

1 Background and motivation

1.1 LLM serving and scheduling

LLM serving consists of two phases. In the prefill
phase, the model processes all input tokens of a re-
quest in parallel to produce the first output token,
dominated by large matrix multiplications over relative-
ly long input sequences. In the subsequent decode
phase, the model auto-regressively generates one token
at a time, reusing previously computed key and value
tensors; this phase operates on shorter effective se-
quence lengths per step and is more sensitive to memo-
ry bandwidth and cache efficiency. From the user’ s
perspective , these phases are summarized by two quality
of service (QoS) metrics; TTFT, the latency to start
streaming the response, and TPOT, the steady-state la-
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tency of generating subsequent tokens.

"] rely on coarse-grained,

Early serving systems
request-level batching, which is proved inefficient
under heterogeneous workloads. Consequently, modern

engines>7? 7" adopt  fine-grained iteration-level
scheduling, deciding the active request subset and exe-
cution phase (prefill vs. decode) at each step. While
initial policies prioritize either decoding or prefilling
20 introduce

(e. g., vLLM ), recent advancements
chunked-prefill to mitigate head-of-line blocking by in-
terleaving prompt segments with decoding steps. These
iteration-level strategies form the foundation of state-of-

the-art serving engines.

1.2 Serving constraints and QoS objectives
Real-world LLM workloads are highly dynam-

ic!"* 7' Prompt length distributions vary across appli-

[7.19] : :
: some services are domina-

cations and over time
ted by short, chat-style queries, while others involve
long analytical prompts or multi-document contexts.
Output lengths and request arrival rates ( RPS) also
fluctuate with diurnal patterns, feature launches, or
external events. Thus, an effective serving engine must
adapt to changing operating conditions rather than opti-
mize for a single, fixed workload.

Efficient decoding relies on the KV cache, which
stores per-token key and value tensors for reuse in sub-

") The cache typically occupies a

sequent iterations
large fraction of GPU memory, and its capacity and
fragmentation directly bound how many requests and to-
kens can be batched concurrently, thereby constraining
iteration-level scheduling choices. Mechanisms such as
Paged Attention'”’

ganizing the cache into non-contiguous blocks, but

improve memory utilization by or-

they do not determine how to trade prefill and decode
work under dynamic load and cache pressure.

Production LLM services are further governed by
user-defined or provider-defined SLOs. In interactive
applications, users are particularly sensitive to TTFT,
which determines perceived responsiveness, whereas
TPOT only needs to roughly match human reading
speed for a smooth experience, beyond which addi-
tional improvements have diminishing returns. Differ-
ent products and tenants therefore impose different
SLO budgets on TTFT and TPOT. Nonetheless, exist-
ing engines typically couple a fixed iteration-level
scheduling mode with static hyperparameters (e. g. ,
batch sizes and chunking thresholds) , without explic-
itly accounting for workload dynamics, KV-cache uti-
lization, or heterogeneous SLO requirements, motiva-
ting a more flexible, SLO-aware prefill-decode co-
scheduling design.

1.3 Limitations of LLM serving engines

Despite the critical role of iteration-level schedu-
ling in online LLM serving, our empirical analysis re-
veals that existing schedulers suffer from the following
three fundamental limitations.

First, inability to adapt to diverse workload pat-
terns. A static, single-mode scheduling policy cannot
optimally handle the wide variance seen in production
traffic. Empirically, as illustrated in Fig. 1, we ob-
serve distinct performance behaviors under different
workload compositions. Under prefill-heavy workloads,
while both prefill-first and chunked-prefill achieve sim-
ilar throughput as RPS increases, their goodput diver-
ges significantly, with chunked-prefill clearly outper-
forming prefill-first. Conversely, under decode-heavy
workloads (as shown in Fig. 2), this relationship re-
verses: prefill-first consistently delivers substantially
higher goodput than chunked-prefill. Meanwhile, a
naive decode-only policy, which effectively over-priori-
tizes decoding steps, yields the worst throughput and
goodput across all scenarios. These findings underscore
the inadequacy of a *one-size-fits-all’ approach, ne-
cessitating an adaptive mechanism to handle fluctuating
traffic patterns.

14
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Fig. 1 Performance comparison of different iteration-level

scheduling strategies in prefill-heavy (P-heavy)

cases, featuring high input-to-output ratios.

Second, rigid affinity to specific SLOs. Static
schedulers lack the flexibility to navigate trade-offs be-
tween competing performance metrics. To analyze this,
we profile per-request TTFT and TPOT latencies for
both strategies under identical workloads and evaluate
goodput attainment across a spectrum of varying SLO
targets. As shown in Figs. 3 and 4, the clear separa-
tion between the regions with points and the regions
with squares illustrates the distinct bias of static poli-
cies. The regions with points indicate scenarios where
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Fig. 2 Performance comparison of different iteration-level
scheduling strategies in decode-heavy (D-heavy)
cases, featuring low input-to-output ratios.

chunked-prefill outperforms prefill-first ( positive A).
The regions with squares indicate where prefill-first
outperforms chunked-prefill (negative A). Where A =
Goodput cy,.ioq — Goodputp, e, under varying SLO con-
straints for Case 1 (128 input tokens, 128 output to-
kens). the color intensity corresponds to the magnitude
of the performance gap (e. g. , the light region signifies
a marginal advantage for chunked-prefill). Apparent-
ly, Chunked excels under stricter TPOT requirements
whereas prefill-first is advantageous when TTFT con-
straints are tighter. This rigidity reflects the inherent,
unmanaged trade-off between prefill latency and deco-
ding progress in current systems.
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Fig. 3 Heatmap of the goodput difference

Third, high sensitivity to static hyperparameters
and rigid abstractions. The effectiveness of advanced
scheduling techniques, particularly chunked-prefill, is
heavily dependent on precise hyperparameter tuning.
Key parameters, such as the maximum number of se-
quences per batch and total token budgets, significant-

[19]

ly impact performance In current engines, these
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Fig. 4 Heatmap of goodput difference under varying
SLO constraints for Case 2 (512 input tokens,
64 output tokens).

parameters are fixed at startup, preventing adaptation
to real-time workload fluctuations. Even recent state-
aware schedulers like SOLA'' fall short in this regard ;
they operate in an abstract design space that continues
to treat these critical batching quantities as static con-
straints rather than dynamic decision variables. Fur-
thermore, by omitting concrete engine-level knobs—
such as explicit chunking regime switching and first-
class handling of preempted requests—these abstract
frameworks fail to capture the fine-grained control re-
quired for modern chunked-prefill systems.

1.4 Motivation

The observations above highlight a fundamental
mismatch; modern engines possess flexible execution
capabilities (e. g. , chunking, memory swapping) , yet
their schedulers remain rigid and reactive. These em-
pirical findings motivate a shift from static heuristics to
a principled, control-theoretic approach capable of sat-
isfying the following three key design requirements.

First, dynamic regime switching. Since no single
scheduling mode dominates across all traffic patt-erns
(as shown in Figs. 1 and 2), the scheduler must dy-
namically navigate the Pareto frontier between prefill
and decode phases. Instead of locking into a static pre-
fill-first or chunked regime at deployment, the system
requires an adaptive mechanism that monitors real-time
goodput and continuously selects the optimal execution
strategy for the current workload mix.

Second, feedback-driven parameter tuning. The
rigid configuration of batching knobs, e. g., token

budget B,, and concurrency limit B__ leaves systems

seq

vulnerable to interference between compute variance

[5.7]

and memory fragmentation To maximize resource

utilization without risking out-of-memory ( OOM ) or
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SLO violations, the scheduler needs a continuous feed-
back loop. This loop should actively modulate these
concrete knobs based on instantaneous system pres-
sure, rather than relying on conservative, static esti-
mates.

Third , Abstract

scheduling frameworks often treat preemption and en-

concrete state management.

gine-specific constraints as afterthoughts'”'. However,
our analysis confirms that fine-grained control over con-
crete mechanisms—specifically chunk sizing and pre-
empted request handling—is critical for meeting tight
SLOs. Therefore, the scheduler must treat these en-
gine-level primitives as first-class control variables, di-
rectly managing the trade-off between restoration over-
head and service urgency.

2 System design

In this section, we present Triage,an SLO-aware
scheduler for elastic LLM serving. As shown in Fig. 5,
unlike prior work that model scheduling as a static con-
straint optimization problem, Triage adopts a control-
theoretic approach. It functions as a hierarchical feed-
back control ( HFC) system that continuously steers
the engine’ s behavior to balance the service-level pres-
sure between request phases.

Requests w/ SLOs Frontend ;{—— Data

APIserver < User Control
streaming output ontro

State collector HFC scheduler
WR‘equest queuce Prefill-only Model
ti R. R
A Chunked executor
Runmi
S : Decode-only
Preempted - batch decision
Request state Regi
gime mapper
KV cache
Ry 08 12 | manager
R, 15 02 A , PID bias controller
LLM Engine

Fig. 5 The system architecture of Triage. We do not
modify the core components that are grayed out,
such as Model Executor and KV Cache Manager.

Triage operates directly on the concrete knobs ex-
posed by modern LLM engines: (1) dynamic regime
switching; (2) adaptive batch-token and sequence
budgeting; and (3 ) reactive preemption handling.
Conceptually, Triage consists of an SLO-aware state
collector and a hierarchical feedback-driven scheduler.

2.1 SLO-aware state collector
The state collector aggregates request urgencies
into high-level pressure signals. To ensure control sta-

bility, we employ signal smoothing to filter out transi-
ent noise caused by request arrival bursts.

2.1.1

For each request r, we compute normalized urgen-

and SLO,_ ).

Let ¢,,, be the current timestamp and ¢, (r) be the ar-

(r) denote

the timestamp when the prefill phase is completed (i.

e. , subsequent decoding started) , and L_, (r) be the

gen

Per-request state and urgency

cy based on service-level targets (SLO,,

rival time. For the decode phase, let ¢

start

count of output tokens generated so far. The urgencies
are defined as

tﬂﬁ\\' - tﬂl‘l"( r)
urgency,, (r) = ST (1)
ttft
! v t'tarl ( r)
urgency,, (r) =~ tad ) (2)
"’ Lgen(r> : SLOtpot

Here, the second equation calculates the urgency
based on the average time per token elapsed since de-
coding began, rather than instantaneous jitter. A value
greater than 1.0 indicates an SLO violation. To prevent
control jitter, we apply an exponential moving average
(EMA) to these raw values before aggregation.

2.1.2 Three-class queueing model

To explicitly handle preemption, Triage maintains
three disjoint request sets; }»/ ( Waiting), & ( Run-
ning) , 7 (Preempted).

W : Pending requests that have not started pro-
cessing.

72 : Active requests currently in the decode phase.

7 : Requests evicted due to memory or low urgency
pressure.

Unlike

ananomaly' ' | Triage treats 7 as a first-class state.

schedulers that treat preemption as
We define the aggregate pressure for the prefill and de-
code phases as

P = Avg({urgency,, (r) |r € W) (3)

Piecose = Avg({urgency,, (r)|r € 7 b)) +
A - Avg({urgency,, (r) [r € 71)
(4)

where, A > 1 is a penalty factor. By amplifying the
signal from 7, the controller is forced to react aggres-
sively to preemption, rapidly shifting bias to clear the
backlog of evicted requests.

2.2 Hierarchical feedback control scheduler
Triage employs a hierarchical (two-level, casca-
ded) feedback-control loop. This decouples the macro-
level direction ( balancing prefill and decode) from mi-
cro-level execution ( batching and budgeting ). The
outer level closes the loop on aggregated SLO pressure
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signals and produces a low-dimensional, continuous
control command that specifies the desired prefill-de-
code tradeoff. The inner level then realizes this com-
mand by selecting a scheduling regime and setting con-
crete engine budgets, and finally constructs the batch
under system guardrails (e. g., KV safety and anti-
starvation ) .
2.2.1
LLM inference workloads are highly stochastic.

PID-driven bias control

Static cost models often fail to capture the complex in-
terference between KV-cache fragmentation and com-
putation variance. We adopt a proportional-integral -de-
rivative (PID) controller™’ because of its robustness
and simplicity; it regulates the system based on ob-
served imbalance between phases rather than detailed
predictive assumptions. With a small number of tuna-
ble gains, the controller can trade off responsiveness
and stability, and once calibrated it generalizes well
across models and hardware.

The core control variable is 8(z) € [0, 1], re-
presenting the prefill-decode bias. Values 8 — 1 favor
throughput-oriented behavior ( prefill-heavy or aggres-
sive chunking) , while 8— 0 favor latency-oriented be-
havior (decode-heavy scheduling) .

At iteration ¢, we compute the error signal ;

E(1) = Pp.-erin<t) = Pecoae (1) (5)

where a positive error indicates stronger TTFT-side
pressure and a negative error indicates stronger TPOT-
side pressure ( including preempted requests). We

then apply a standard discrete incremental
PID update ;
AE(t) = E(t) —E(t-1) (6)
AB(t) = K,AE(t) + KE(t) + K,(AE(t) -
AE(t -1)) (7)

The new bias is updated and clipped into the fea-
sible range :

B(t) = Clip(B(¢t-1) + AB(1),0,1) (8)

where Clip is a clipping operation.

Intuitively, the proportional term ( K,) controls
how aggressively Triage reacts to current prefill-decode
pressure imbalance, the integral term ( K.) reduces
long-term bias between the two phases, and the deriva-
tive term (K,) helps dampen oscillations under sudden
traffic spikes. In practice, we use a moderate propor-
tional gain, a small integral gain, and at most a small
derivative gain to obtain a smooth yet responsive bias
signal.

2.2.2 Regime mapping and adaptive budgeting
The continuous bias B(¢) partitions the engine’ s

operation into three distinct regimes based on thresh-
olds0 < 6
the adaptive budget for the next iteration; the total to-

< O, < 1. For each regime, we derive

low

ken budget B, (t) and the sequence concurrency
budget B, (1).
Decode-only regime (B(t) < 6,,).

when latency recovery is critical, Triage freezes the ad-

Triggered

mission of new requests. We clamp the budgets to ex-
actly match the current active workload ;

B, (1) = [R|,Bu(t) = [R] (9)

Since each decoding sequence consumes exactly one
token slot per step, setting B, (¢) = |R]| leaves zero
slack for prefill, forcing a strict decode-only execution.

Chunked-prefill regime (6,, < B(1) < 6,,). In
this balanced state, Triage interleaves prefill and de-
code. We use B(¢) to linearly scale the token budget :

B, (1) =B(1) - By (10)

Simultaneously, we modulate concurrency based
on memory safety :

B._ (t) = min (N

seq max

where KV,

free

a-KV,..) (11)

is the currently available key-value cache
capacity, « is a safety coefficient that maps available
KV-cache capacity to sequence admission capacity,
B and N, denote the maximum token and sequence
capacities.

Prefill-only regime ( (1) > 6,,, ). To actively
clear the backlog, Triage opens the admission valve
completely ;

B (1) = Bl B (1) = min (N

seq max

a - Kvl'ree>
(12)

This maximizes the batch size for waiting requests
W after satisfying the minimal slots required by 7.
2.2.3 Micro-shaping and guardrails

Given the calculated budgets B, (¢) and B, (1),

seq
the micro-shaper constructs the final batch via a strict
priority cascade to maximize goodput as follows.

Restoration 7. First, preempted requests are re-
admitted up to the concurrency limit B (). Restoring
them is critical to stop latency violation.

Progress 72 . Active requests are retained. Since
B, (1) always covers active decoding, their progress is
strictly preserved.

Admission »V/. Finally, remaining token capa-cit-
y (B, (#)-used) is allocated to new requests from }V,
prioritizing those with the highest urgency.

While PID handles the average case, strict guard-
rails are enforced to ensure system stability under ex-
treme conditions.
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KV safety lock. If KV,

free

<6, (e.g,5%), the
scheduler overrides the PID output and forces a panic

mode (8—0,B,,(t) — |R|). This prevents OOM by

strictly prohibiting new admissions until memory pres-

safe

sure subsides.

Anti-starvation. To bound tail latency, any re-
quest r € MW exceeding a starvation threshold bypasses
the standard sort order and is injected into the batch
with the highest priority, effectively overriding the
throughput-biased PID decisions.

3 Implementation

We have implemented a prototype of Triage integrat-
ed into vLLM v0.8.2%" | a state-of-the-art high-through-
put LLM serving engine. The implementation comprises
approximately 2 000 lines of Python code, primarily ex-
tending the core scheduling logic without modifying the
underlying compute unified device architecture ( CU-
DA) kernels or model executors.

Integration with vLLM core. The standard vLLM
scheduler uses a rigid first-come-first-served ( FCFS)
policy with static max-batch constraints. We replaced
the monolithic schedule ( ) method in vllm/v1/sched/
scheduler with our hierarchical feedback control loop.
To minimize intrusiveness, we encapsulated the Triage
logic into a standalone class, TriageController, which
maintains the PID state and pressure metrics. Specific-
ally, we acquire the request lifecycle events (arrival,
prefill-completion, and token-generation) to update the
waiting, running, and preempted queues in real-time.

Tuning the PID gains. In practice, the error sig-
nal stays within a small range because both pressures
are based on normalized urgencies and smoothed by an
EMA filter. We therefore tune the PID gains using a
simple, one-time procedure on a representative work-
load. We first disable the integral and derivative terms
and gradually increase K, from a small value until the
bias B(t) starts to exhibit noticeable oscillations be-
tween the prefill-heavy and decode-heavy zones; we
then set K to roughly half of this critical value. Next,
we introduce a small integral gain K; =~ y K (withy in
the range of 0. 05 —0. 10) to eliminate long-term bias
between prefill and decode pressure, and optionally
add a very small derivative gain K, to dampen overshoot
under sudden traffic spikes. Once a stable configura-
tion is found on one hardware platform, we
fix (K,,K; ,K,) for all experiments; we do not retune
the gains per workload or per SLO setting. In the fol-
lowing experiments, the default configuration is set to

K, =0.050,K; =0.001,K, = 0.010.

4 Evaluation

4.1 Experimental settings

Testbed and models. We conduct all experiments
on a server node equipped with two NVIDIA A100
80 GB PCle GPUs. The system runs on NVIDIA Driver
570. 86. 10 and CUDA 12.8. We evaluate Triage using
three state-of-the-art open-source LLMs that cover a
range of parameter sizes and architectural configura-
tions as follows.

Single-GPU deployment. Llama-3. 1-8B'*' and
Qwen2.5-14B'*) | deployed on a single A100 80 GB
GPU to simulate standard high-throughput serving sce-
narios.

Multi-GPU deployment. Qwen2. 5-32B**' | de-
ployed across two A100 80 GB GPUs using tensor par-
allelism (TP) or pipeline parallelism (PP) to evaluate
the scheduler’ s performance in distributed inference
settings.

Workloads and datasets. To simulate realistic and
diverse production environments, we utilize three data-
sets; (1) ShareGPT!"®’ .

sing user-shared conversations, reflecting naturally var-

a real-world dataset compri-

ying prompt and output lengths; (2) RandomData-
set . a synthetic dataset with uniformly distributed in-
put/output lengths to stress-test system stability. Specif-
ically,, we configure RandomDataset to generate two syn-
thetic scenarios based on input-to-output (1/0) ratios:
P-heavy denotes high 170 ratio (e. g., 1 024/256 to-
kens) to simulate summarization tasks, and D-heavy
denotes low 1/0 ratio (e. g., 256/1 024 tokens) to
simulate generation tasks; (3) HybridDataset: a mix-
ture of the above to mimic complex traffic patterns. We
generate rtequest arrival times using both Poisson
processes (to model random independent arrivals) and
Gamma distributions (to model bursty traffic patterns
common in interactive services).

Baselines. To ensure a fair comparison, all base-
lines and Triage are implemented on top of the unified
vLLM v0. 8. 2 codebase. This isolates the impact of
scheduling logic from low-level kernel optimizations.
We compare Triage against three state-of-the-art sched-
uling policies.

Prefill-first ( PF ).
scheduling policy used in early versions of vLLM"*! and
SGLang'"".

schedules decoding steps when no new prefill requests

The classic iteration-level
It prioritizes the prefill phase and only

are pending or memory allows.

Chunked-prefill ( Chunked). The current default
policy in modern engines (e. g. , vLLM vl, SGLang).
It splits long prompts into smaller chunks and inter-
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leaves them with decoding requests to mitigate head-of-
line blocking.

SOLA'™) . A state-aware scheduler that adaptively
optimizes execution parameters. Since the original im-
plementation is closed-source, we implement a faithful
reproduction of SOLA’ s core principles within the
vLLM chunked-prefill framework for direct comparison.
the total
number of requests served per second (req - s™') and

Metrics. We focus on throughput

goodput the throughput of requests that strictly sat-
isfy both TTFT and TPOT SLOs. This serves as the pri-
mary metric for evaluating service quality in elastic ser-

ving scenarios.

4.2 End-to-end performance

We first evaluate the overall effectiveness of Tri-
age by comparing its throughput and goodput against
baselines across varying hardware configurations and
workload patterns.

Single-GPU performance. Fig. 6 presents the per-
formance on a single A100 GPU across different models
and workload distributions. Triage demonstrates superi-
or performance across all scenarios, consistently achie-
ving the highest throughput and goodput attainment
rates. Specifically, Triage improves goodput by up to
2.80 x compared to the strongest baseline SOLA and
10.50 x compared to static policies like PF.

PF throughput Chunked throughput SOLA throughput =~ Triage throughput
EZ3 PF goodput  FEH Chunked goodput =] SOLA goodput Bl Triage goodput
T 6 -
.
=
=
5 44
Q
g
:
£ 2
b
Q
=9 R

LLama3-8B
D-heavy

LLama3-8B
P-heavy

Qwen2.5-14B  Qwen2.5-14B
P-heavy D-heavy
Fig. 6 Single-GPU performance (Numbers on bars
represent goodput attainment, defined as the

ratio of goodput to throughput)

A closer examination of the Llama-3. 1-8B P-
heavy scenario reveals a significant divergence between
throughput and goodput for baseline methods. In this
high-RPS environment with long prompts, static poli-
cies struggle significantly. Chunked and SOLA fail to
prioritize long prompts effectively amid heavy traffic,
preventing them from meeting tight TTFT SLOs, which
results in low goodput despite reasonable throughput.
PF performs the worst (0.32 req + s~'); its FCFS na-
ture coupled with high KV-cache pressure causes se-
vere backlog accumulation, leading to widespread vio-

lations of both TTFT and TPOT constraints.

Among the baselines, SOLA generally performs
the best due to its SLO awareness, yet it remains sub-
optimal compared to Triage. lts limitation stems from
being confined to a single chunked-prefill execution
mode. Furthermore, in the Llama-3. 1-8B P-heavy
case, SOLA’ s inability to explicitly handle preempted
requests as a first-class state leads to resource thrash-
ing, causing a massive number of TTFT violations. In-
terestingly, in D-heavy scenarios, we observe that PF
policy significantly outperforms Chunked. This is be-
cause the workload is dominated by long generation
phases. Prioritizing prefill ensures that the TTFT SLO
is met immediately upon arrival, while the subsequent
long decoding phase allows the system to smooth out
the average token generation time, making it easier to
satisfy the average-based TPOT SLO. Triage capitalizes
on this insight by dynamically switching to an aggres-
sive prefill regime when being appropriate, thereby
combining the benefits of PF’ s latency guarantees with
the high throughput of chunking.

Distributed serving performance. Fig. 7 extends
the evaluation to distributed settings using TP =2 and
PP =2. Triage demonstrates robust scalability, consist-
ently delivering the highest goodput across all scenari-
os. Specifically, Triage outperforms SOLA, the sec-
ond-best baseline, by up to 2.50 x in PP =2 and D-
heavy case and maintains a superior goodput attainment
rate in TP settings. Conversely, static policies struggle
significantly in distributed environments. PF exhibits
the lowest throughput across nearly all distributed ca-
ses. This degradation arises because distributed execu-
tion introduces inevitable communication bubbles, re-
ducing the effective utilization of GPU compute com-
pared to single-card deployment. PF exacerbates this
inefficiency by strictly serializing prefill and decode
phases, leaving compute resources idle during the bub-
bles of the active phase. Consequently, in PP modes,
PF fails to deliver any valid goodput due to severe
TPOT violations caused by these compounded latency
overheads. While chunked-prefill alleviates some bloc-
king, it still lags behind Triage (e. g. , Triage achieves
3.20 x higher goodput in PP =2 and D-heavy case) as
it lacks the feedback control to dynamically fill pipeline
bubbles with optimal batch sizes.

Scalability with RPS. Figs. 8 and 9 illustrate the
throughput and goodput trends as we scale the RPS to
system saturation. Triage consistently maintains the
highest throughput and goodput across all load levels.
The performance advantage of Triage follows a distinct
increase-then-converge pattern.

Low load (Parity). At lower arrival rates, e. g.
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Fig. 7 Distributed serving performance on the
model Qwen2.5-32B.
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Fig. 8 Scalability with RPS on model Llama-3. 1-8B.
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Fig. 9 Scalability with RPS on model Qwen2.5-14B.

RPS =5 - 6 for Llama-3. 1-8B, the system operates
with abundant slack. Most requests can be served im-
mediately regardless of the scheduling policy, resulting
in minimal goodput differences among Triage, PF, and
SOLA.

Medium-to-high load ( Divergence). As load in-
creases, the advantage of Triage widens significantly.

For instance, at RPS =7 on model Llama-3. 1-8B, Tri-

1
, whereas

age maintains a goodput of 4. 38 req * s~
chunked collapses to 1.13 req - s ' (3.90 x improve-
ment ). This divergence occurs because heightened
contention exposes the fragility of static regimes. Sin-
gle-mode policies fail to balance the opposing urgencies
of prefill and decode, causing cascading violations. In
contrast, Triage’ s dynamic regime switching optimally
interleaves phases, preserving goodput by sensing the
precise urgency of each request.

Saturation ( Convergence ). Approaching the
hardware’ s physical limit (e. g., RPS =9 for model
Llama-3. 1-8B) , the performance gap narrows natural-
ly. At this stage, the sheer volume of requests exceeds
the engine’ s aggregate service capacity, making some
SLO violations inevitable regardless of scheduling effi-
ciency. However, even in this saturated state, Triage
retains the highest goodput (1.22 vs. 0.99 for SO-
LA), demonstrating superior overload management.

Robustness to datasets and burstiness. Fig. 10
evaluates the system’ s robustness across diverse data-
sets and traffic patterns, confirming that Triage main-
tains a significant performance advantage beyond syn-
thetic workloads. The performance gap is most pro-
nounced in the ShareGPT dataset, which features high-
ly heterogeneous input and output lengths typical of re-
al-world conversations. While baselines struggle to a-
dapt to this variance—for instance, the best-performing
baseline SOLA achieves only 2. 93 req + s~ '—Triage
reaches a goodput of 5. 82 req + s™', representing a
substantial 1.98 x improvement. This drastic gain in-
dicates that static batching parameters, such as fixed
chunk sizes, are inefficient for diverse prompt lengths.
In contrast, Triage’ s feedback-driven batch shaping
automatically adjusts token budgets to fit the irregulari-
ty of real-world requests, thereby maximizing memory
utilization without violating SLOs.

PF throughput Chunked throughput SOLA throughput =~ Triage throughput
E2d PF goodput EH Chunked goodput E=1 SOLA goodput B9 Triage goodput
7 4
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@« 64
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S 44
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S 2
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0 T T 1
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Hybrid ShareGPT 0.5/8 3/8

Fig. 10 Performance on varying datasets and
workload distributions.

In terms of traffic burstiness, simulated via Gam-
ma distributions where a lower shape parameter (a) in-
dicates higher burstiness, Triage demonstrates excep-
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tional resilience. Under high burstiness (a = 0.5),
Triage achieves 5. 12 req + s ' goodput, outperfor-
ming SOLA (3. 65 req - s ') by approximately
40% . Static policies like Chunked often fail in these
scenarios because they cannot drain the sudden backlog
of prefill requests quickly enough, causing a traffic jam
that cascades into widespread SLO violations. Triage
overcomes this through its PID controller; when a traffic
burst arrives, the controller detects the spike in prefill
wein ) and momentarily shifts the bias B(1)
towards the prefill-only regime. This action prioritizes

urgency (P

clearing the backlog, and once the burst subsides, the
system smoothly transitions back to a balanced state,
ensuring stable decoding for the newly admitted re-
quests.

4.3 System overhead

We evaluate the scheduling cost by measuring the
wall-clock time of the schedule ( ) function under a
workload with fixed input/output lengths of 256
While the

baseline scheduler averages 0.27 ms per step, Triage

tokens (8.00 req + s, burstiness =1).

stabilizes at approximately 0. 60 ms due to the addition-
al computations for metric aggregation and PID up-
dates. However, this overhead is negligible compared
to the GPU execution time, which typically ranges from
50 ms (decode) to 100.00 ms ( prefill). Consequent-
ly, the scheduling logic of Triage consumes less than
1% of the total iteration latency, confirming that our a-
daptive mechanism is lightweight and does not intro-
duce a system bottleneck. Crucially, this marginal o-
verhead is significantly outweighed by the substantial
gains in goodput.

4.4 Sensitivity analysis
Sensitivity to PID Gains. We evaluate the robust-
ness of Triage by sweeping the PID gain scale from
0.01 x to 25.00 x relative to the default configuration
(K, =0.050,K; =0.001,K, =0.010). As shown in
Fig. 11, the system performance rapidly converges to a
stable plateau once the scale exceeds 0. 05 x and re-
mains nearly constant up to 25.00 x. This broad sta-
bility region indicates that Triage is highly insensitive
to precise parameter tuning; as long as the gains are
within a reasonable magnitude, the negative feedback
loop effectively corrects bias errors. Only extremely
small gains ( <0.05 x ) degrade goodput due to slug-
gish response to bursty urgency. This robustness signif-
icantly simplifies deployment, as a single set of loose
parameters can generalize across diverse workloads.
Sensitivity to regime thresholds. We further exam-
ine the impact of the regime switching thresholds (8

low »

- Triage throughput ¢ Triage goodput

Throughput/Goodput/req *

0.01 0.05 0.25 1 5 25
Scale size
Fig. 11 Sensitivity to PID gain scale. Performance remains

stable across a wide range of gain magnitudes.

0,,) by varying the configuration from a relaxed
range (0.1, 0.9) to a constricted range (0.3, 0.7).
Fig. 12 demonstrates that both throughput and goodput
remain virtually invariant across all configurations.
This insensitivity arises because the linear scaling of to-
ken budgets within the chunked-prefill regime provides
a smooth transition between modes. Even if the thresh-
olds shift, the PID controller automatically adjusts the
bias B(¢) to find the optimal operating point, compen-
sating for the boundary changes. Consequently, Triage
eliminates the need for manual threshold tuning, ensu-
ring consistent performance out-of-the-box.

~#- Triage throughput - Triage goodput
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Fig. 12 Sensitivity to regime thresholds (The x-axis labels
(a, b) correspond to the thresholds (6, , i ))

5 Related work

Iteration-level LLM scheduling. Early LLM ser-
ving systems rely on coarse-grained, request-level
scheduling, which suffer from severe GPU underutiliza-
tion and head-of-line blocking due to the heterogeneous

nature of prompt lengths®’. To address this, modern

engines'* 7?71 hift to iteration-level scheduling,
allowing new requests to join processing batches at the

boundary of each generation step. However, significant
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interference between the compute-bound prefill phase
and the

Sarathi-Serve

memory-bound decode phase persisted.
"12J bioneers the chunked-prefill and pig-
gybacking mechanisms to resolve this, decomposing
long prefill requests into smaller chunks to fill the com-
putational bubbles of ongoing decode batches, thereby
achieving stall-free scheduling. This dynamic shaping
approach is further formalized by vLLM through config-
urable token budgets, which enforce deterministic iter-
ation times by splitting or fusing requests to match a
fixed computational cap. While these methods provide
the necessary mechanical granularity to interleave pha-
ses, they typically rely on static heuristics or fixed hy-
perparameters (e. g. , rigid chunk sizes) rather than
adapting to real-time workload pressures.
Goodput-driven scheduling. As LLM applications
move from offline batch processing to online interactive
services, the optimization objective has shifted from
raw throughput to goodput (i. e. , the rate of requests
satisfied within strict SLOs, such as TTFT and
TPOT). SOLA'®) represents a key advancement in
this domain by introducing state-aware scheduling,
which formulates batch composition as a constrained

optimization problem. By monitoring the slack of active

requests the time remaining before an SLO viola-
tion, SOLA dynamically adjusts the prefill chunk size,
prioritizing decoding stability when deadlines are tight
and accelerating prefilling when resources allow. Simi-
larly, SLICE'®’ targets edge environments by emplo-
ying a utility-driven approach, using a decode-mask
matrix to selectively skip decoding steps for low-priority
requests to preserve resources for urgent tasks. Beyond

[26] opti-

purely software-defined scheduling, DistServe
mizes goodput through architectural disaggregation,
physically isolating prefill and decode phases onto sep-
arate GPU instances to eliminate interference entirely.
However, this approach necessitates high-bandwidth
interconnects (e.g. , NVLink) for KV-cache transfer,
limiting its efficiency on commodity PCle-based hard-
ware. In contrast, Triage targets a unified scheduling
paradigm, optimizing goodput via software feedback
within a shared resource pool to ensure robust perform-
ance without strict infrastructure prerequisites. Despite
these advances, existing state-aware approaches often
operate in abstract design spaces or require complex in-
frastructure, leaving a gap for unified schedulers that
directly manipulate engine-level knobs (e. g., token
budgets and preemption) to maximize goodput under

fluctuating production workloads.

6 Conclusions

In this paper, we identify that the rigidity of cur-
rent iteration-level LLM schedulers and their reliance
on static hyperparameters are primary bottlenecks for e-
lastic LLM serving. To bridge the gap between flexible
execution capabilities and reactive scheduling policies,
we introduce Triage, a control-theoretic framework de-
signed to maximize goodput under dynamic constraints.
Triage employs a PID-driven feedback loop to continu-
ously balance the urgency between prefill and decode
phases, enabling adaptive regime switching and precise
batch shaping. Furthermore, by treating preempted re-
quests as a first-class state rather than an anomaly,
Triage effectively manages resource contention to pre-
vent cascading SLO violations. Our extensive evalua-
tion on vLLM confirms that Triage significantly outper-
forms existing static and abstract scheduling policies,
delivering superior scalability and resilience to bursty
traffic patterns in both single-GPU and distributed envi-
ronments. These findings highlight the critical role of
feedback control in navigating the complex trade-offs of
modern LLM inference.
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