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Abstract
Futures serve as a universal parallel programming mechanism widely used to represent the re-

sults of asynchronous computations. However, existing research on futures primarily focuses on sin-
gle-machine parallel models, lacking formal characterization of evaluation mechanisms in distributed
environments. Interestingly, distributed futures have already been applied to real distributed systems
and proven to be a reasonable distributed parallel programming mechanism. This paper proposes
λDFut, a parallel calculus extended from the simply typed λ-calculus (STLC) that formally models the
behavior of distributed futures, bridging the gap between theory and practice. The system introduces
two primitives at the language level: creating asynchronous tasks (fut) and synchronization (wait),
and provides serial evaluation, parallel evaluation, and distributed evaluation semantics. We prove
the basic properties of the system under well-typed programs, as well as the result equivalence of the
three semantics, thereby providing a theoretical foundation for understanding and constructing dis-
tributed futures systems.
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0　 Introduction

Modern large-scale computation now spans a wide
spectrum of environments, ranging from large-scale da-
ta analytics and high-performance computing clusters to
graphics processing unit ( GPU)-based parallel sys-
tems. Parallel and distributed asynchronous computing
have thus become the cornerstone of modern computing
infrastructures. In single-machine parallel program-
ming, futures serve as an important asynchronous pro-
gramming abstraction that allows programmers to ex-
press parallel computations declaratively without ex-
plicitly managing thread synchronization and communi-
cation details. This mechanism greatly simplifies the
writing of parallel programs and has been widely adopt-
ed in numerous programming languages and frame-
works.

In terms of theory, formal research on futures has
matured relatively well. Early work[1] introduced the
concept of futures in MultiLisp, and subsequent re-
search[2 - 3] further refined its semantic foundations.

These theoretical work provides rigorous mathematical
foundations for futures in single-machine parallel envi-
ronments, including type systems, operational seman-
tics, and related correctness proofs. However, these
studies are all limited to shared-memory single-machine
models, if all computing nodes can directly access
global state.

However, when computational scale extends be-
yond single-machine boundaries to distributed environ-
ments, the situation becomes much more complex.
Distributed systems introduce new challenges such as
network latency, node failures, and data consistency,
making traditional single-machine parallel programming
models difficult to apply directly. Nevertheless, the
concept of distributed futures has achieved significant
success in practice. For example, Ray systems[4 - 5] ex-
tend futures to distributed environments, enabling effi-
cient parallel processing of large-scale machine learn-
ing tasks. Some distributed C + + systems[6] have also
successfully applied the futures abstraction to high-per-
formance computing domains.

The gap between theory and practice is signifi-
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cant. Theoretical work provides single-machine models
that cannot explain key characteristics of distributed
systems, such as network communication, task migra-
tion, node failures. Practical distributed futures sys-
tems lack formal semantic foundations, making their
correctness and properties difficult to guarantee theoret-
ically. More specifically, the correctness of distributed
futures systems is characterized by its semantic equiva-
lence to serial single-machine programs, which, in this
work, is called equivalence between the serial and dis-
tributed semantics. This separation between theory and
practice not only hinders deep understanding of distrib-
uted futures system behavior, but also limits theoretical
guidance for related system design.

To bridge this gap, this paper proposes the λDFut

calculus, the first formal computational model specific-
ally designed for distributed futures. Our main contri-
butions include the following aspects.

First, we propose a parallel calculus λDFut extend-
ed from the simply typed λ-calculus (STLC) by intro-
ducing two core primitives, fut and wait, to directly
support the creation and synchronization of asyn-
chronous computations at the language level. Unlike
existing theoretical work, λDFut not only provides serial
evaluation semantics as a foundation but also systemati-
cally establishes parallel evaluation semantics and dis-
tributed evaluation semantics, forming a complete se-
mantic system. In technical implementation, the main
challenge faced by this work is how to model complex
distributed characteristics while maintaining the sim-
plicity of futures semantics. Traditional single-machine
models assume globally shared state, while in distribu-
ted environments, state is distributed across different
nodes and requires communication and synchronization
through networks. This paper’s solution is to use a la-
bel mechanism to abstractly represent the distribution
of computational tasks and results, and to model task
allocation and migration among different computing
nodes through node mapping.

Second, we prove important theoretical properties
of the λDFut system. Through rigorous mathematical
proofs, we establish equivalence among the three evalu-
ation semantics: any well-typed program produces the
same computational results under serial, parallel, and
distributed semantics. We also prove the system’s ter-
mination and determinism, providing theoretical guaran-
tees for the correctness of distributed futures programs.

The remainder of this paper is organized as fol-
lows. Section 1 provides a detailed introduction to the
syntax, type system, and definitions of the three evalu-
ation semantics of the λDFut calculus, along with proofs
of related theoretical properties. Section 2 discusses re-

lated work, comparing similarities and differences be-
tween λDFut and existing theoretical and practical work.
Section 3 summarizes the paper’ s contributions and
outlines future research direction.

1　 λDFut

The λDFut calculus is extended from STLC using
call-by-value evaluation semantics. This section first
introduces the syntax and type system of λDFut, then
provides formal definitions of serial, parallel and dis-
tributed evaluation semantics, and finally discusses the
relationships among these semantics and the system’ s
important properties.

1. 1　 Syntax
Syntactically, λDFut contains no components associ-

ated with distributed systems. The syntax of λDFut in-
cludes primitive expressions from STLC, numeric liter-
als, and numeric addition operations, with this exten-
sion provided to facilitate subsequent examples.

Definition 1: Primitive expressions

e∷ = var　 Variable
　 | num(n)　 Literal
　 | e1 + e2 　 Primitive operation
　 | e1(e2) Application
　 | λvar. e　 Function

(1)

where e represents an expression; var represent a vari-
able identifier; num ( n) represents a number literal
with number n; λ represents the prefix of a function
definition; multiple occurrences of the same identifier
are distinguished using subscripts, for example e1 . The
addition operator is primitive and not considered a
function. The typing rules and semantics of primitive
expressions remain consistent with STLC without spe-
cial characteristics. Subsequently, when describing
typing rules and evaluation semantics, non-extended
primitive expressions will not be elaborated upon unless
necessary.

Based on primitive expressions, λDFut introduces
two new primitives: future creation and waiting.

Definition 2: Expression extensions

e∷ = fut(e)　 Distributed future
　 | wait(e)　 Wait

(2)

The fut operation is used to produce a new future
containing an expression to be executed ( called a
task); the wait operation waits for the execution result
of a future.
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1. 2　 Type system
The type system is also extended from STLC by

adding future types.
Definition 3: Types

T∷ = Num　 Numeric type
　 | T1➝T2 　 Function type
　 | Fut[T]　 Future type

(3)

where T represents a type; there is also a number type
Num; T1→T2 represents a type of a function that takes
a value of T1 as arguments and returns a value of
type T2 .

Typing is not the focus of this work, so we have
not introduced polymorphic type systems such as Sys-
temF to define the Fut type constructor, nor have we
emphasized parameter types in function definitions of
primitive expressions. To express the type of future val-
ues, we introduce a special future type constructor.

Future typing rules determine that only fut can
produce futures and only wait can eliminate futures.
We use Γ to represent the type environment, which is a
mapping from expressions to types.

The following typing rule means that if in the envi-
ronment Γ, expression e has type t, then in the envi-
ronment Γ, expression fut (e) has type Fut t[ ].

Definition 4: Future typing rule

Γ e:t
Γ fut(e):Fut t[ ]

(4)

Typing rule for ‘wait’ is similar.
Definition 5: Wait typing rule

Γ e:Fut[ t]
Γ wait(e):t (5)

1. 3　 Serial evaluation semantics
The core of the λDFut system lies in the definition of

its three evaluation semantics. We first provide the
most intuitive serial evaluation semantics as a founda-
tion, then extend to parallel evaluation semantics to
support true concurrent execution, and finally further
extend to distributed evaluation semantics to handle
computation in multi-node environments. This progres-
sive semantic construction approach not only facilitates
understanding but also lays the foundation for subse-
quently proving the equivalence of the three semantics.

Serial evaluation semantics is self-evident. To
maintain consistency with parallel evaluation, we
choose to describe the serial evaluation process using
small-step operational semantics.

First, futures themselves constitute valid values. e

val represents expression e that is a valid value.
Definition 6: Future values

e val
fut(e) val (6)

Next, both fut and wait allow internal expressions
to be evaluated first.

Definition 7: Future evaluation

e1 → e2
fut(e1) → fut(e2)

(7)

Definition 8: Wait evaluation

e1 → e2
wait(e1) → wait(e2)

(8)

Definition 9: Wait future evaluation

e val
wait fut(e)( )→ e (9)

Under serial evaluation semantics, well-typed ex-
pressions always terminate.

Theorem 1: Termination
If e is well-typed, then the serial evaluation se-

mantics of e always terminates.
Proof. We can prove it by structural induction on

e. When e and its subexpressions are all well-typed
primitive STLC expressions, the serial evaluation se-
mantics of e always terminates. When e is fut(e1), by
the induction hypothesis, e1 terminates at v1, at which
point e →∗ fut (v1) val. When e is wait(e1), typing
rules guarantee that the type of e1 is Fut t[ ], and further
guarantee that e1 must be fut(e2) ; therefore e1 termi-
nates at fut(e2) ; by the induction hypothesis, e2 ter-
minates at v2, and we get e →∗v2 .

1. 4　 Parallel evaluation semantics
Futures are only truly interesting under parallel

evaluation semantics. Unlike the deterministic rules of
serial evaluation semantics, parallel evaluation seman-
tic rules often allow the use of multiple different rules
for evaluation under a certain configuration, leading to
different computational paths. In the real world, this
means multiple computational tasks can execute simul-
taneously or alternately.

When describing parallel evaluation semantics,
we need to distinguish global perspective and local
computation. From the local perspective, STLC ’ s
computational rules and extension rules can all be re-
used. To represent this distinction, local transforma-
tion rules are denoted by →loc . However, the future
evaluation rule must be abandoned because this rule is
completely serial.
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From a global perspective, besides the target ex-
pression e that needs to be computed, there are also
some tasks that may be undergoing computation.

Definition 10: Labels

e∷ = ln (10)

The type of labels is the same as the type of the
expression they replace, which will not be elaborated
here.

Let (ν, μ, e) represents the current state of the
program, where ν is a mapping from labels to incom-
plete computational tasks, μ is a mapping from labels to
completed computational results, and e is the currently
computed expression.

For example, local evaluation partial rules are
preserved.

Definition 11: Local evaluation

e1 →loc e2
(ν, μ, e1) → (ν, μ, e2)

(11)

In local evaluation rules, transformation rules in-
volving multiple expressions need to be modified so that
subsequent expressions can proceed without requiring
previous expressions to be evaluated.

Definition 12: Addition steps

e1 →loce′1
e1 + e2 →loce′1 + e2

　 　
e2 →loce′2

e1 + e2 →loce1 + e′2
(12)

Definition 13: Function application steps

e1 →loce′1
e1(e2) →loce′1(e2)

　 　
e2 →loce′2

e1(e2) →loce1(e′2)
(13)

However, to ensure call-by-value semantics,
when specific computation occurs, all parameters must
still be evaluated.

Definition 14: Addition evaluation

num(n1) + num(n2) →locnum(n1 + n2) (14)

Definition 14: Function application evaluation

e2 val
(λx. e1)(e2) →loce1[e2x]

(15)

where e1 [ e2 / x] denotes an expression where all free
variables x in expression e1 are substituted with expres-
sion e2 . To compose computational processes, define
the following meta-rule.

Definition 16: Composition rule

(ν1, μ1, e1) → (ν2, μ2, e2)
(ν3 ∪ ν1, μ3 ∪ μ1, e) →

(ν3 ∪ ν2, μ3 ∪ μ2, e[e2e1])

(16)

Each fut can be viewed as launching a computa-

tion, and subsequent computations can proceed without
waiting for the result of that computation.

Definition 17: Launch task

l newlabel
(ν, μ, fut(e)) → (ν ∪ l e, μ, l) (17)

Definition 18: Return result

(ν, μ ∪ l e, wait( l)) → (ν, μ ∪ l e, e)
(18)

When returning results, the result is not removed
from the μ set because the same label may be used mul-
tiple times for waiting. When waiting for an already
computed result, the result is directly retrieved from μ,
thus implementing caching.

We consider the execution process of tasks in the
global environment, where tasks can be executed based
on local evaluation, or launch new tasks and return re-
sults.

Definition 19: Task execution

(ν1, μ1, e1) → (ν2, μ2, e2)
(ν ∪ ν1 ∪ l e1, μ ∪ μ1, e) →
(ν ∪ ν2 ∪ l e2, μ ∪ μ2, e)

(19)

After task execution is completed, it is removed
from the incomplete task mapping, and its result is
added to the completed task mapping.

Definition 20: Task completion

e1 val
(ν ∪ l e1, μ, e) → (ν, μ ∪ l e1, e)

(20)

The characteristic of λDFut that does not enforce
evaluation order makes parallel computation possible,
with the key being that the four rules can be executed
alternately in any order.

The following example demonstrates the parallel
computation process.

f ≡ λx. x + 1 (21)
g ≡ λx. x + 2
　 (ϕ, ϕ, wait(fut( f(1))) + wait(fut(g(1))) )

→∗ ( l1 f(1), l2 g(1), ϕ, wait(l1) + wait(l2) )

→∗ (ϕ, l1 2, l2 3, wait( l1) + wait( l2) )

→∗ (ϕ, l1 2, l2 3, 2 + 3 )

→∗ (ϕ, l1 2, l2 3, 5 )
(22)

Parallel evaluation and serial evaluation should
have the same results and termination properties.

Theorem 2: Parallel evaluation termination
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If e is well-typed, then the parallel evaluation se-
mantics of (ϕ, ϕ, e) always terminates.

Proof. By structural induction on e, most cases
are the same as the termination theorem for serial eval-
uation. The difference lies in the case of wait(e1) :

From typing rules, we know that e1 must be the re-
sult of evaluating some fut(e2), assuming (ν1, μ1,
fut(e2)) →∗(ν2, μ2, e1) . According to the launch
rule, (ν1, μ1, fut(e2)) → (ν1 ∪ l e2, μ1, l) . By
the induction hypothesis, (ν3, μ3, e2) →∗(ν4, μ4, v2
val) . According to the task execution rule, (ν1 ∪ ν3 ∪
l e2, ν1 ∪ ν3, e1) → (ν1 ∪ ν4 ∪ l ν2, ν1 ∪ ν4,
e1) . Then, according to task completion and return re-
sult rules, continuing evaluation yields

(ν1 ∪ ν4 ∪ l ν2, μ1 ∪ μ4, wait( l) ) →
(ν1 ∪ ν4, μ1 ∪ μ4 ∪ l ν2, wait( l) ) →
(ν1 ∪ ν4, μ1 ∪ μ4 ∪ l v2, v2)

(23)

Therefore, the parallel evaluation semantics of e
always terminates at v2 .

What we really care is whether the parallel seman-
tics / evaluation preserves the serial semantics, unless
the parallel semantics would lead to incorrect computa-
tion results.

Theorem 3: Preserve serial semantics
If e is well-typed, then the parallel evaluation se-

mantics of (ϕ, ϕ, e) is equivalent to the serial evalu-
ation semantics of e.

Proof. The detailed proof process would be very
complex, but the idea is simple and clear.

Compared to the serial semantics, in parallel se-
mantics, each future must go through four steps from
construction to elimination: launch, task execution,
completion, and return. The launch step allocates a
new label l for the future, and all subsequent computa-
tions related to this future, except for task execution,
only affect the state of this label without interfering with
other labels.

For the task execution computation rule, by induc-
tion on the generation method of labels in the environ-
ment, we can prove that (ν1, μ1, fut(e1) ) →∗ (ν2,
μ2 ∪ l e2, l ) yield the same result as local computa-

tion fut(e1) →∗e2 . Thus wait ( fut(e) ) ≡ e also ap-
plies under parallel evaluation semantics.

Based on termination and serial semantics preser-
vation properties, it is easy to determine the result un-
der the parallel semantics.

Corollary 1: Determinism
If e is well-typed, then the parallel evaluation se-

mantics of (ϕ, ϕ, e) always terminates at the same re-
sult.

1. 5　 Distributed evaluation semantics
The above serial evaluation semantics and parallel

evaluation semantics are limited to a single computing
node, where the states in ν and μ are globally shared,
and each computational step can occur on any available
core.

In the distributed context, computation occurs on
specific nodes, and the tasks and results stored in ν
and μ are also on specific nodes. When transferring
tasks and data between nodes, network communication
is required. We assume all expressions are transfera-
ble, which in the real world means they are serializable
and deserializable.

Assume the system has N nodes, each with a u-
nique identifier n i, i ∈ [1, N] . The configuration
of the entire system is represented by collections of ν
and μ.

Definition 21: Configuration

ν ≡ labels → node × e
μ ≡ labels → node × e, e val
C ≡ (ν, μ, e)

(24)

In principle, any expression can be transmitted
between any nodes. However, we do not consider the
transmission of incomplete tasks and completed tasks,
only considering transmission during task launching
and result waiting.

Addition step rule, function application step rule
and function application evaluation rule are preserved.
To distinguish, use →n to represent computation occur-
ring on node n.

Definition 22: Distributed local computation

e1 →loce2
(ν, μ, e1) →n(ν, μ, e2)

(25)

Definition 23: Distributed task execution

(ν1, μ1, e1) →n(ν2, μ2, e2)
(ν ∪ ν1 ∪ l 〈e1, n〉, μ ∪ μ1, e)

→n(ν ∪ ν2 ∪ l 〈e2, n〉, μ ∪ μ2, e)
(26)

Definition 24: Distributed Task completion

e1 val
(ν ∪ l 〈e1, n〉, μ, e) →n(ν, μ ∪ l 〈e1, n〉, e)

(27)

The main difference from parallel evaluation se-
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mantics is that distributed evaluation semantics needs
to consider task scheduling between nodes. In the real
world, scheduling usually considers factors such as
node computational resources and network overhead,
but here we only consider the most basic metric: a free
set containing all currently idle nodes.

In this context, we obtain the simplest scheduling
strategy: any idle node can accept computational
tasks.

Definition 25: Launch task

l newlabel, n1 free
(ν, μ, fut(e)) →n1(ν ∪ l 〈e, n2〉, μ, l) (28)

Definition 26: Distributed return result

(ν, μ ∪ l 〈e, n2〉, wait( l) ) →n1(ν, μ, e)
(29)

Just like parallel semantics, we prove the follow-
ing critical properties of this distributed evaluation se-
mantics.

Theorem 4: Distributed evaluation termination
If e is well-typed, then the distributed evaluation

semantics of (ϕ, ϕ, e) always terminates.
Proof. The proof idea is similar to the parallel

case, through structural induction on e.

The key observation is that each transformation
rule in distributed evaluation semantics corresponds to
some rule in parallel evaluation semantics, just with
added node information. Specifically:

(1)The termination of STLC primitive expressions
under distributed semantics is the same as under paral-
lel semantics.

(2)For fut(e1) : according to the launch rule, a
label l is created on some node and the task is started.
Since the number of nodes in the system is finite and
each node has limited computational capacity, tasks
will eventually complete.

(3)For wait(e1) : similar to the analysis of par-
allel semantics, but network transmission needs to be
considered. Since we assume the network is reliable
and expressions are transferable, the return result rule
will eventually return the result to the waiting node.

More rigorously, we can establish a simulation re-
lationship between distributed evaluation sequences and
parallel evaluation sequences: for any distributed eval-
uation step, there exists a corresponding parallel evalu-
ation step that produces the same computational effect.
Since parallel evaluation terminates, distributed evalu-
ation must also terminate.

Theorem 5: Distributed semantics preserve serial
semantics

If e is well-typed, then the distributed evaluation
semantics of (ϕ, ϕ, e) is equivalent to the serial eval-
uation semantics of e .

Proof. We prove this by establishing the equiva-
lence between distributed semantics and parallel se-
mantics, combined with the previous equivalence theo-
rem.

First, observe that distributed evaluation seman-
tics can be viewed as a ‘projection’ of parallel evalua-
tion semantics: each distributed evaluation step (ν, μ,
e) →n(ν′, μ′, e′) corresponds to a parallel evaluation
step (ν, μ, e) → (ν′, μ′, e′), where node informa-
tion is abstracted away. Network transmission in dis-
tributed semantics ( launch and return result rules)
corresponds to task creation and result retrieval opera-
tions in parallel semantics.

The key insight is that although distributed seman-
tics involves network communication and node schedu-
ling, these operations do not change the essential logic
of computation: fut(e) produces the same result re-
gardless of which node it is evaluated on; wait( l) ob-
tains the same computational result corresponding to la-
bel l regardless of which node it executes on. Task allo-
cation and data transmission between nodes are trans-
parent and do not affect the final computational result.

Therefore, for any well-typed expression e, its dis-
tributed evaluation final result is the same as the corre-
sponding parallel evaluation result. Combined with the
previous equivalence theorem, we can conclude that
distributed evaluation is equivalent to serial evaluation.

As the distributed semantics preserve serial se-
mantics, as well as the parallel semantics do so, it is
obvious that distributed semantics preserve the parallel
semantics.

Corollary 2: Distributed semantics preserve par-
allel semantics

If e is well-typed, then the distributed evaluation
semantics of (ϕ, ϕ, e) is equivalent to the parallel
evaluation semantics of (ϕ, ϕ, e) .

Distributed programs terminate and have the same
result as serial execution, so they naturally terminate at
the same result. Thus, the determinism of distributed
semantics is straight-forward.

Corollary 3: Distributed evaluation determinism
If e is well-typed, then the distributed evaluation

semantics of (ϕ, ϕ, e) always terminates at the same
result.

With distributed evaluation semantics, we com-
plete the semantic foundation of λDFut . The distributed
semantics extends parallel computation to multiple
nodes while preserving all essential properties: termi-
nation, determinism, and equivalence to serial evalua-
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tion. The key insight is that network communication
and task scheduling, while adding complexity to imple-
mentation, do not affect the fundamental computational
logic. This abstraction allows distributed futures pro-
grams to be reasoned about using simpler serial or par-
allel models while maintaining correctness guarantees
in distributed execution.

1. 6　 Summary
We have established a complete theoretical frame-

work for λDFut through three hierarchical evaluation se-
mantics. The system begins with intuitive serial evalua-
tion semantics, extends to parallel evaluation semantics
that enables true concurrent execution, and finally pro-
vides distributed evaluation semantics for multi-node
environments.

The key theoretical contributions include:
(1) Termination. All three evaluation semantics

guarantee termination for well-typed programs.
(2) Determinism. Each semantics produces con-

sistent results regardless of evaluation order.
(3) Semantic equivalence. Serial, parallel, and

distributed semantics yield identical computational re-
sults.

These properties provide strong theoretical guaran-
tees for distributed futures systems. The progressive se-
mantic construction approach not only facilitates under-
standing but also enables practical implementation
strategies where distributed systems can be reasoned
about through simpler parallel or serial models while
maintaining correctness.

2　 Related work

Futures as a concept for parallel programming
were first introduced in Ref. [2] and implemented as
an important parallel programming feature in the Mul-
tiLisp language[1] . Around the same time, I-struc-
tures[3] were proposed, implementing a similar parallel
programming mechanism. There is also a speculations
abstraction[7] similar to futures but with lazy evaluation
that is quite representative. Since Ref. [8] pioneered
spatial distributed computing models and associated
this computational model with modal logic, choreo-
graphic programming[9 - 12] has developed into an inde-
pendent branch of concurrent programming models,
forming a relatively complete theoretical system. How-
ever, choreographic programming ultimately only focu-
ses on multi-participant collaboration scenarios, with lit-
tle consideration for distributed execution of individual
tasks.

Writing distributed programs usually means explicit

message passing and synchronization, which makes pro-
gramming complex. Much work attempts to simplify
distributed programming models. In the big data pro-
cessing domain, parallel programming models[13 - 15]

have emerged successively, but these programming
models can only handle one or several specific data
structures. Other work[4 - 6] extends futures to distribu-
ted systems, proposing the use of distributed futures to
simplify distributed programming, truly achieving rela-
tively general parallel distributed programming.

The λDFut language proposed in this paper has a
similar design philosophy to Ownership[5], but as a
formal language, λDFut does not include the reference
counting and bottom-up scheduling mechanisms in the
Ownership system, while enriching the type system and
focusing on providing more precise semantics and prop-
erties. In comparison, the remote operator in the Own-
ership system is an ordinary function call, while the fut
operator in λDFut is a special primitive where
f. remote(e) is semantically equivalent to fut ( f(e)) .
As a supplementary note, the reason is that Ownership
designs such an additional remote function is funda-
mentally because Ownership provides distributed fu-
tures as a Python library rather than a programming
language. This means Ownership must follow Python’s
basic evaluation rules and cannot make function calls
before parameter evaluation is complete.

3　 Conclusions

This paper proposes the λDFut calculus, the first
formal computational model specifically designed for
distributed futures. By extending the simply typed λ-
calculus and introducing two core primitives, fut and
wait, we establish a complete theoretical framework for
describing the semantics of distributed asynchronous
computation.

The main contribution of λDFut lies in providing
three hierarchical evaluation semantics: serial, paral-
lel, distributed, and rigorously proving their equiva-
lence. This progressive semantic construction approach
not only facilitates theoretical analysis but also provides
a clear mathematical foundation for understanding the
behavior of real-world distributed futures systems. The
important properties we prove, including termination,
determinism, and semantic equivalence, fill gaps in
distributed futures theoretical research and provide reli-
able theoretical guarantees for the design and verifica-
tion of related systems. From a technical perspective,
λDFut cleverly abstracts the complexity of distributed
systems through label mechanisms and node mapping,
effectively modeling network communication, task
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scheduling, and other distributed characteristics while
maintaining semantic simplicity.
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