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Abstract
Large language models (LLMs) often produce unfaithful responses in knowledge-intensive tasks

due to knowledge conflict—a tendency to rely on internal memory rather than user-provided context.
This work aims to enhance the model’s trust in user-provided contextual information, encouraging it
to ground its generation more faithfully on external evidence. To address this issue, we propose self-
improving faithfulness-aware contrastive tuning (SI-FACT), a novel self-improving framework that
enhances contextual faithfulness while reducing data dependence. SI-FACT employs a self-instruct
mechanism that enables the base LLM to automatically generate structured contrastive data consisting
of anchor, faithful (positive), and unfaithful ( negative) samples, thus eliminating costly manual
annotation. Through contrastive learning, the model learns to align faithful responses closer and sep-
arate unfaithful ones within the representation space, effectively reinforcing trust in contextual evi-
dence. Experiments on ECARE_KRE and COSE_KRE benchmarks show that SI-FACT, built on Lla-
ma-3-8B-Instruct, improves the contextual consistency rate (CCR) by 6. 2% over the best baseline,
while using fewer samples. These results demonstrate that SI-FACT achieves strong contextual faith-
fulness with high data efficiency, offering a practical path toward more reliable and proactive LLMs.

Key words: knowledge conflict, contrastive learning, self-instruct, large language models,
contextual faithfulness

0　 Introduction

LLMs have become a core driver for knowledge-
intensive tasks, yet their deployment in high-reliability
scenarios such as financial decision-making and medi-
cal diagnosis still faces a fundamental challenge: un-
faithful generation[1] . In domains like finance, un-
faithful or hallucinatory content[2] can lead to severe
real-world consequences[3 - 4] . The root cause of this
problem lies in knowledge conflict, particularly con-
text-memory conflict—when the internal parametric
knowledge acquired during pre-training contradicts the
externally provided context, the model often exhibits a
systematic preference for its internal memory, a form of
stubbornness[5 - 6] . This tendency exposes a lack of dy-
namic adaptation to external knowledge and poses a se-
rious threat to the reliability of LLMs in open environ-
ments.

Despite notable progress, existing mitigation strat-

egies still suffer from inherent limitations. Inference-
time interventions such as prompt engineering[7] and
neuron editing[8] offer lightweight solutions that can
temporarily ease knowledge conflicts without altering
model parameters. However, these approaches rely
heavily on manual design and ad-hoc heuristics, provi-
ding only surface-level improvements in contextual ad-
herence[9] . Their adaptability is also constrained,
since prompt templates often require manual adjustment
across different tasks and domains. Another line of re-
search, supervised fine-tuning, retrains the model on
human-annotated datasets to correct unfaithful genera-
tions. Yet this method is both resource-intensive[10]

and prone to overfitting to external supervision, some-
times leading to catastrophic forgetting[11] . Conse-
quently, neither lightweight inference-time interven-
tions nor costly supervised fine-tuning fundamentally
resolve the underlying knowledge-conflict problem that
drives models to generate unfaithful responses.

Summarizing previous approaches, most existing
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mitigation methods—particularly prompt-based inter-
ventions—operate only at the surface level of model be-
havior. Their limited flexibility prevents them from fun-
damentally changing the model’ s internal reasoning
process. Therefore, we choose to intervene at the pa-
rameter level through fine-tuning to achieve more in-
trinsic improvements in contextual faithfulness.

To address this issue more fundamentally, we re-
visit how LLMs internally manage contextual informa-
tion. Recent work such as identifying and weighting
context-aware neurons ( IRCAN) [8] attempts to miti-
gate knowledge conflicts by identifying and reweighting
context-aware neurons within the feed-forward networks
(FFNs), which indeed improves contextual sensitivity
to some extent. However, we argue that such interven-
tions on the FFN layer cannot fully solve the problem,
because contextual dependency is primarily modeled by
the attention mechanism rather than the FFN layers.
The FFN mainly performs nonlinear transformations of
aggregated information, whereas the Attention layer di-
rectly governs how the model balances external evi-
dence and internal memory. This perspective is sub-
stantiated by the study, which identify FFNs as static
memory storage and Attention as information rou-
ting[12] . By explicitly targeting the Attention mecha-
nism, we can re-route the model’s focus from internal
memory to external context without corrupting its stored
world knowledge.

Therefore, our work builds upon IRCAN and ex-
tends it by shifting the optimization focus from the FFN
layer to the Attention layer, introducing a faithfulness-
aware contrastive tuning mechanism that adjusts atten-
tion representations to intrinsically encode contextual
faithfulness.

Building upon this motivation, our primary goal is
to fine-tune the model’s Attention mechanism, since it
is the core component that determines how LLMs allo-
cate focus between contextual evidence and internal
memory. To achieve this, we adopt a contrastive learn-
ing approach that utilizes both faithful ( positive) and
unfaithful ( negative) samples, allowing the model to
rapidly and effectively learn context-faithful attention
patterns. Furthermore, to overcome the challenge of
constructing large-scale supervised datasets, we incor-
porate the spirit of self-supervised learning[13] . Specif-
ically, the model automatically generates its own cont-
rastive training pairs—serving as both the teacher and
the student. This design forms the basis of our pro-

posed framework, self-improving faithfulness-aware
contrastive tuning (SI-FACT), which enables LLMs to
internalize contextual faithfulness efficiently and auton-
omously.

To ensure a precise understanding of our contribu-
tion, it is essential to distinguish between different
forms of unfaithfulness. Hallucinations often manifest
as pure fabrication ( inventing facts with no basis) or
speculative inference (drawing conclusions not suppor-
ted by logic). However, this study specifically targets
knowledge conflict. Unlike fabrication, where the mod-
el creates errors due to a lack of knowledge, knowledge
conflict occurs when the model possesses strong inter-
nal memory that contradicts the provided context.
Therefore, SI-FACT is explicitly designed to mitigate
this specific stubbornness by prioritizing external evi-
dence, rather than addressing general reasoning errors
or random fabrications.

The main contributions of this paper are as fol-
lows.

(1)We propose the SI-FACT framework, pionee-
ring a self-instructed contrastive data generation pipe-
line that enables active self-improvement of LLMs.

(2) Through extensive experiments on two chal-
lenging knowledge conflict benchmarks, we demon-
strate the superiority of the SI-FACT framework over
various baseline methods, improving model contextual
faithfulness and revealing its high data efficiency.

(3 ) We provide a scalable path for building
trustworthy LLMs, proving the potential of the
‘model self-improving’ paradigm for optimizing key
capabilities.

1　 Related Work

This section reviews research related to mitigating
knowledge conflicts in LLMs. Based on the timing of
the intervention, existing methods can be broadly cate-
gorized into pre-hoc strategies applied during the train-
ing phase and post-hoc strategies[5] applied after train-
ing during inference.

1. 1　 Pre-hoc strategies
Pre-hoc methods attempt to enhance the model’ s

contextual faithfulness before generation. A represent-
ative approach is the retrieval-augmented generation
(RAG) [14] , which mitigates knowledge obsolescence
and hallucination by retrieving relevant external docu-
ments before generation, thus providing up-to-date
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contextual information. However, RAG cannot fully
resolve knowledge conflicts, as the model may still ig-
nore retrieved content that contradicts its internal
memory[15] . Therefore, approaches that explicitly
train the model to trust and remain faithful to the pro-
vided context are essential complements to the RAG
framework.

1. 2　 Post-hoc strategies
Post-hoc strategies do not require retraining the

model and have garnered widespread attention due to
their flexibility and low computational cost.
1. 2. 1　 Prompt engineering

The most direct intervention method is prompt en-
gineering[16] . Simply adding instructions like ‘ based
on the context’ to the prompt or structuring the input
can guide the model to focus on the context. A more
creative strategy is the Opin method[7], which trans-
forms factual questions into opinion-seeking questions
(e. g. , Context: Bob says “ The capital of France is
Paris. ”; Question: “According to Bob’ s view, what
is the capital of France?”). This method assumes that
when answering opinion-based questions, the model
will more naturally rely on the provided text rather than
stating its internal memory.
1. 2. 2　 Decoding strategies and model intervention

Context-aware decoding (CAD) [17] is a more ad-
vanced inference-time technique. Its core idea is to
amplify the probability of tokens that have a higher
probability under conditions with context compared to
those without context when generating each token. It
effectively suppresses the model’s tendency to generate
answers based solely on internal knowledge by contras-
ting the output distributions under these two condi-
tions, performing particularly well in knowledge con-
flict scenarios.

Identifying and reweighting context-aware neurons
(IRCAN) [8] provides a finer-grained approach by i-
dentifying and enhancing neurons that are critical for
contextual processing. Using integrated gradients[18],
IRCAN computes a context-awareness contribution
score for each neuron in the feed-forward networks and
amplifies the weights of context-sensitive neurons, en-
couraging the model to focus more on contextual infor-
mation during generation.

However, since IRCAN operates at the FFN lay-
er—which primarily performs nonlinear transformations
after attention aggregation—it cannot fundamentally re-

solve how contextual dependency is formed. In con-
trast, our SI-FACT framework builds upon the motiva-
tion of IRCAN but shifts the optimization focus to the
attention layer, where contextual relevance is directly
modeled.

2　 Proposed method

Building upon the motivation discussed above, we
enhance the model’s contextual faithfulness by optimi-
zing its attention mechanism through a contrastive
learning framework. Specifically, SI-FACT adopts a
self-improving paradigm that integrates contrastive tun-
ing with self-supervised data generation. Considering
the scarcity and high construction cost of high-quality
supervised datasets, we design SI-FACT to automati-
cally produce its own training signals. The framework
aligns with the spirit of self-supervised learning, with
its key advantage being the automation of supervision
signal generation without human annotation. Unlike
conventional self-supervised methods that passively ex-
tract information from data structure, our approach ac-
tively leverages the model’s internal knowledge to gen-
erate faithfulness-oriented contrastive samples. This
design not only mitigates the data bottleneck but also
enables the model, through contrastive learning, to in-
ternalize contextual faithfulness within its representa-
tion space effectively.

2. 1　 Framework overview
The essence of the SI-FACT framework is a self-

improvement loop, as shown in Fig. 1. In this loop, the
LLM plays a dual role: it is both the teacher generating
training data and the student learning from this data.
This process aims to transform the abstract concept of
faithfulness to context into a concrete signal that the
model can learn and optimize in the representation
space.

This loop consists of the following key steps.
(1 ) Anchor selection: Extract raw data triplet

(Context,Question, Answergolden) from a standard
Question Answering dataset ( SQuAD) [19] to serve as
anchor for learning.

(2) Self-instruct data generation: Using the base
LLM as the teacher, we design prompts to automatical-
ly produce a contrastive set for each anchor.

(3)Contrastive learning: Transform the LLM into
the student and train it using the generated contrastive
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dataset. This step forces the model to learn a represen-
tation space where the representations of faithful an-
swers are pulled closer together and those of unfaithful
answers are pushed apart. The distance between repre-
sentations is measured using cosine similarity, defined
as Eq. (1).

sim(x,y) = (xTy)
‖x‖‖y‖ (1)

where x and y denote the representation vectors of the

two as inputs, T represents the transpose operation,
‖·‖ denotes the norm of a vector.

(4)Capability internalization: After training, the
model internalizes the capability of contextual faithful-
ness, completing one cycle of self-improvement. In
principle, the improved model can generate higher-
quality data, forming a virtuous cycle.

Uniqueness of SI-FACT Framework: It introduces
critical innovations tailored for knowledge conflicts.

Fig. 1　 The framework of SI-FACT

　 　 (1) Structured negative sampling: Unlike stand-
ard contrastive learning that relies on random or batch-
negative samples, SI-FACT constructs semantic-specif-
ic negative samples (e. g. , conflicting or irrelevant an-
swers). This forces the model to discriminate fine-
grained unfaithfulness rather than simple surface-level
differences.

(2) Attention-centric optimization: distinct from
previous methods like IRCAN[8] that target feed-for-
ward networks (FFNs) for knowledge editing, we ar-
gue that attention mechanisms act as the ‘ router’ be-
tween internal memory and external context. There-
fore, we explicitly optimize attention representations to
prioritize context, addressing the conflict at its deci-
sion-making source.

2. 2　 Self-instruct data generation engine
The driving force of the SI-FACT framework is its

self-instruct data generation engine. This engine trans-

forms the traditionally labor-intensive and expertise-de-
pendent annotation process into a LLM-driven automa-
ted pipeline.

(1)Anchor and positive samples
For each (Context, question, Agolden) triplet ex-

tracted from the source dataset, we use it as an an-
chor. To allow the model to learn semantic robustness
towards contextually faithful answers, we construct a
positive sample Apos . Specifically, we provide the LLM
with a prompt requiring it to rewrite the golden answer
in different words while keeping the factual information
completely unchanged.

(2)Negative samples
The design of negative sample is the most critical

step in data generation. Instead of generating negative
samples randomly, we design a set of structured in-
structions for the model, covering the three most criti-
cal types of unfaithfulness, forcing the model to learn
fine-grained discriminative ability.

951　 HIGH TECHNOLOGY LETTERS | Vol. 32 No. 2 | Jun. 2026



1) Type 1: Answers injected with external infor-
mation. These negative samples simulate the model
hallucinating external information that is not mentioned
in the context.

2) Type 2: Answers conflicting with the context.
These negative samples deliberately alter or deny key
information in the context, directly conflicting with the
contextual content.

3) Type 3: Irrelevant answers. These negative
samples might be based on some information in the
context but do not directly and accurately answer the
user’s core question.

To illustrate this process concretely, Table 1 shows
a complete contrastive learning sample.

These three categories correspond to the distinct
dimensions of unfaithfulness: type 1 represents extrin-
sic hallucination (unverifiable info), type 2 represents
intrinsic hallucination (contradiction), and type 3 re-
presents relevance failure (off-topic). This categoriza-
tion ensures a comprehensive coverage of the faithful-
ness boundary. As an example, we present the specific
prompt template used for generating type 2 ( conflict)
samples in Table 2.

Table 1　 Example of contrastive learning sample

Field Content Description

Context
Schwarzenegger was so enamored by the Humvee that he
lobbied AM General to produce a civilian Humvee,
which they did in 1992. He purchased the first two.

Provides basic facts about Schwarzenegger and
the Humvee.

Question
In what year did AM General grant Schwarzenegger’ s
wish for a street-legal Humvee?

Targets specific information in the context.

Golden answer In 1992.
Accurate answer extracted directly from the con-
text.

Positive sample AM General launched the road-legal Humvee in 1992. Tiny variations of the golden answer

Negative sample 1
1992, after Schwarzenegger promised a cameo in Termi-
nator 3.

Adds information not mentioned in the context.

Negative sample 2 In 1989, AM General finally relented.
Provides a wrong year (1989) conflicting with
the context.

Negative sample 3
Schwarzenegger famously owned two of the first civilian
Hummers ever produced by AM General.

The answer, while based on the context, does
not directly answer the“in what year” question.

Table 2　 Prompt template for generating type 2
negative samples

Prompt Template

Carefully read the context, question, and the correct refer-
ence answer provided below. Your task is to generate a new
answer that deliberately alters one or more key facts from the
reference answer, making it contradict the information present
in the context. Try to maintain a similar sentence structure
and part-of-speech for the altered words as in the reference
answer. Context: { context} . Question: {question}. Refer-
ence Answer (to be modified):{positive_answer}.
Your modified contradictory answer ( provide the answer di-
rectly without any explanation, comment, or unnecessary ex-
planation):

Our sampling strategy adheres to the principle of
hard negative mining. Positive samples are generated
via strict paraphrasing to ensure semantic equivalence.

For negative samples, we explicitly enforce high lexical
similarity as a construction constraint—instructing the
model to preserve the original sentence structure and
only alter key entities. This ensures the generated sam-
ples serve as ‘hard negatives’ that overlap significant-
ly with the anchor in wording but conflict in logic,
thereby forcing the model to learn fine-grained discrim-
ination rather than relying on surface-level shortcuts.

By systematically generating these three types of
hard negative samples and one positive sample for each
anchor, we provide the model with a rich, targeted
learning environment that forces it to learn fine-grained
contextual faithfulness discrimination capabilities. To
prevent the model from learning shortcuts or overfitting
to specific error patterns, we enforced a strictly bal-
anced ratio (1∶ 1∶ 1) among the three negative catego-
ries. This ensures equal sensitivity to hallucinations,
contradictions, and irrelevant responses.
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2. 3　 Faithfulness-aware contrastive learning
In the student phase, the model’s goal is to learn

the concept of contextual faithfulness as a core dimen-
sion of its representation space through contrastive
learning.

Representation extraction
For input triplet (C,Q,A) denoting the Context,

Question and Ansuer respectively, we concatenate
them into a complete sequence and feed it into the
LLM. We adopt a standard representation extraction
method[20], take the hidden state of the last token of
the final transformer layer’ s output as the overall rep-
resentation vector hθ(C,Q,A) for this input sequence.
The rationale for selecting the last token lies in the
causal attention mechanism of decoder-only architec-
tures. Unlike bidirectional encoders, the causal mask
ensures that the last token is the only position capable
of attending to all preceding tokens in the sequence
(C,Q,A) . Therefore, its hidden state naturally aggre-
gates the comprehensive global context needed for faith-
fulness evaluation. This vector is considered to encode
the model’s comprehensive understanding of the entire
input sequence, including its judgment on the answer
quality. We intentionally select this sequence-level rep-
resentation over token-level constraints because faithful-

ness is a holistic property of the complete response. To-
ken-level optimization would introduce significant noise
from non-factual tokens (e. g. , stop words) that are i-
dentical across positive and negative samples, whereas
the final aggregated representation effectively captures
the semantic divergence at the reasoning level.

We compared the Last Token representation with
Mean and Max pooling. Here, the Last Token repre-
sentation refers to our adopted extraction method de-
scribed above, while Mean and Max pooling serve as
two other common representation strategies for compari-
son. Results show the Last Token outperforms others.
This is due to the causal attention in decoder-only
LLMs, where only the final token aggregates the com-
plete global context. Pooling strategies inevitably intro-
duce noise from intermediate tokens that possess only
partial receptive fields due to the causal mask.

Optimization objective and loss function
Our optimization objective is to make the vectors

representing faithful answers ( anchors and positive
samples) closer to each other in the representation
space, while pushing them away from the vectors re-
presenting unfaithful answers (negative samples). To
this end, we employ the InfoNCE ( noise-contrastive
estimation) loss function[21], defined as Eq. (2).

Lcontrastive = - log
exp( sim(hanchor,hpos)τ)

exp( sim(hanchor,hpos)τ) + ∑N

i = 1
exp( sim(hanchor,hnegi)τ)

(2)

where:
(1) hanchor, hpos, hnegi are the representation vec-

tors of the anchor, positive sample, and the i -th nega-
tive sample.

(2) N is the number of negative samples per an-
chor (in this study, N = 3) .

(3) sim(·,·) is the cosine similarity function,
measuring the directional consistency between two vec-
tors.

(4) τ is a temperature hyperparameter used to ad-
just the distribution of similarity scores(in this study, τ
is set to 0. 05, following standard contrastive learning
benchmarks (e. g. , simple contrastive learning of sen-
tence embeddings, SimCSE) [22] . This low temperature
sharpens the attention distribution, encouraging the
model to effectively discriminate hard negative sam-
ples). The choice is theoretically determined by the
hardness of our negative samples. Since SI-FACT utili-
zes fine-grained hard negatives ( subtle logical con-

flicts), a lower temperature is mathematically essential
to sharpen the attention distribution. Higher tempera-
tures (e. g. , τ > 0. 10) would smooth out the gradi-
ents, causing the model to fail in distinguishing these
subtle conflicts from faithful answers. Thus, τ = 0. 05 is
the necessary balance point to ensure sufficient discrimi-
native power without inducing numerical instability.

It is worth noting that while our contrastive objec-
tive (Eq. 2) aligns the model at the final representation
level, the optimization is mechanically constrained to
the attention layers. We implement this by applying
low-rank adaptation (LoRA) exclusively to the query,
key and value projection matrices, while keeping FFNs
frozen. Consequently, minimizing the contrastive loss
forces the model to implicitly adjust its attention
weights. This effectively recalibrates the mechanism of
information aggregation—teaching the model to assign
higher attention scores to faithful tokens in the con-
text—without requiring explicit supervision on the atten-
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tion maps themselves.
Optimization mechanism: The contrastive loss

Lcontrastive directly shapes the attention mechanism via
backpropagation. Since the final representation h is an
aggregation of value vectors weighted by attention
scores, minimizing the loss requires maximizing the
similarity between the anchor and the faithful positive
sample. Mathematically, the gradient �θL propagates to
the query (WQ), key (WK), and value (WV) pro-
jections (optimized via LoRA). This forces the model
to adjust attention patterns (via Quary and Key) to pri-
oritize context tokens and refine the extracted features
(via Value) to satisfy the faithfulness objective.

In this way, the model learns a representation
space where contextual faithfulness becomes a signifi-
cant, separable semantic feature. This fundamentally
enhances the model’ s reliance on context during gen-
eration and suppresses its tendency to rely on internal
conflicting knowledge, thereby successfully completing
the learning phase of the self-improvement loop. Algo-
rithm 1 shows the training procedure for the SI-FACT
contrastive loss.

Algorithm 1: Contrastive loss calculation

Input: LLM, C,Q,Aanchor
( ) (Anchor triplet), Apos (positive

sample), Aneg_set (set of negative samples), τ (temperature)
Output: Lcontrastive

1: hanchor ← get _ representation ( LLM, concat (C,Q,
Aanchor)) / / Extract representations
2: hpos ← get_representation(LLM, concat (C,Q,Apos))
3: positive_score ← cosine_similarity (hanchor, hpos) / / Cal-
culate similarity and scores
4: numerator ← exp (positive_score / τ)
5: denominator ← numerator / / Initialize denominator with
the positive pair’s score
6: for each Aneg in Aneg_set do
7:　 　 hneg ← get_representation(LLM, concat (C,Q,Aneg))
8:　 　 negative_score ← cosine_similarity (hanchor, hneg)
9:　 　 denominator ← denominator + exp(negative_score / τ)
10: end for
11: Lcontrastive ← - log (numerator / denominator)
12: return Lcontrastive

3　 Experiments and analysis

This section shows a series of experiments conduc-
ted to validate the effectiveness of the SI-FACT frame-

work, including the experimental setup, main results,
and in-depth analysis.

3. 1　 Experimental setup
3. 1. 1　 Evaluation datasets and metrics

Datasets. Experiments were conducted on two
benchmark datasets widely used to evaluate LLM per-
formance in knowledge conflict scenarios: explainable
causal reasoning knowledge replacement evaluation
( ECARE _ KRE ) and common sense explanations
knowledge replacement evaluation (COSE_KRE) [8] .
These datasets contain machine-generated misleading
contexts that contradict the model’s internal parametric
knowledge ( i. e. , common sense). This makes them
ideal datasets for examining whether the model will ad-
here to its pre-trained knowledge or prioritize the cur-
rent context.

Evaluation metrics. To comprehensively evaluate
model behavior, we defined the following three met-
rics:

(1)Contextual consistency rate (CCR). It meas-
ures the proportion of model-generated answers that are
consistent with the given context, as defined in
Eq. (3). A higher CCR indicates a stronger ability to
follow the context.

CCR = Contextual answers count
Total questions × 100% (3)

(2 ) Parametric consistency rate ( PCR ) . It
measures the proportion of answers that are consistent
with its internal parametric knowledge, as defined in
Eq. (4) . This metric reflects the model’ s stubborn-
ness. A lower PCR indicates a greater emphasis on
the context.

PCR = Parametric answers count
Total questions × 100% (4)

(3 ) Memorization ratio ( MR) . It comprehen-
sively evaluates the trade-off between the model’ s re-
liance on context versus internal memory. A lower MR
value indicates that the model relies much more on
context than on internal memory. It is calculated as
Eq. (5) .

MR = PCR
CCR + PCR (5)

Furthermore, our evaluation primarily relies on
automated metrics ( CCR, PCR, MR) . While these
metrics provide valuable quantitative insights, they
may not fully capture the nuances of semantic equiv-
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alence in open-ended generation. However, given the
adversarial nature of the datasets used in this study—
where context and internal memory are strictly mutually
exclusive—these metrics serve as reliable proxies for
determining the model’ s decision-making preference
(context vs. memory) despite this limitation.
3. 1. 2　 Baseline

We compare SI-FACT with a series of representa-
tive baseline methods, covering a range of techniques
from simple to complex.

Original is the base Llama3-8B-Instruct[23]

model without any fine-tuning Context_Prompt adds
the simple prompt based on the context before the
question; Formatted Context_Prompt formats the in-
put as Context: … Question: …; Enhanced Context_
Prompt uses the more explicit prompt Using the knowl-
edge in the context and employ formatted input;
Opin[7] is an advanced prompt engineering method that
transforms factual questions into opinion-based ones to
encourage reliance on the context; Inference-time in-
tervention methods are CAD[17] and IRCAN[8] .

Our comparison focuses on representative methods
across prompt engineering, decoding strategies, and
parameter-efficient tuning. We excluded general in-
struction tuning and reinforcement learning ( RL )
methods for specific reasons. Standard instruction tun-
ing typically relies on static supervision and lacks the
dynamic, hard-negative mining crucial for resolving
knowledge conflicts. RL-based methods were excluded
due to their high computational cost and training insta-
bility, which contrast with our goal of developing a
lightweight, data-efficient framework.
3. 1. 3　 Implementation details

All experiments were conducted based on the Lla-
ma3-8B-Instruct model. Within the SI-FACT frame-
work, we initially constructed a pool of 12 000 contras-
tive learning data instances from the Standford Question
Answering Dataset (SQUAD) dataset. To ensure rigor-
ous evaluation, we randomly split this data into a train-
ing set and a held-out validation set. The test set a-
dopted ECARE and COSE, which are non-homologous
datasets with SQUAD. During the fine-tuning process,
we employed an early stopping strategy with a patience
of 3 epochs based on the validation loss to prevent
overfitting.

To investigate data efficiency, we conducted an
study with varying training set sizes. As illustrated in
Fig. 4, the model’s performance on the target bench-

marks (ECARE) peaked with only 1 000 training sam-
ples. This finding highlights the high data efficiency of
the SI-FACT method.

3. 2　 Results and analysis
3. 2. 1 　 Analysis of the performance comparison with

the baseline
　 　 We comprehensively compared the performance of
SI-FACT against all baseline methods on the COSE _
KRE and ECARE_KRE datasets. Detailed results are
shown in Table 3 and Table 4.

Table 3　 Performance comparison on the
ECARE_KRE dataset

Datasets Methods CCR (↑) PCR (↓) MR (↓)

ECARE_
KRE

Original 57. 30 42. 70 0. 427
SFT 69. 46 30. 54 0. 305
Context_Prompt 59. 10 40. 90 0. 409
Formatted
Context_Prompt

68. 90 31. 10 0. 311

Enhanced
Context_Prompt

69. 18 30. 82 0. 308

Opin 68. 05 31. 95 0. 320
CAD 69. 75 30. 25 0. 303
IRCAN 57. 87 42. 13 0. 421
SI-FACT
(Ours)

75. 97 24. 03 0. 240

Notes: the ‘↑’ indicates the highter values are better, and
‘↓’ indicates that lower values are better.

Table 4　 Performance Comparison on the COSE_KRE Dataset

Datasets Methods CCR (↑) PCR (↓) MR (↓)

COSE_
KRE

Original 39. 93 47. 63 0. 544
SFT 52. 37 37. 48 0. 417
Context_Prompt 42. 39 45. 50 0. 518
Formatted
Context_Prompt

51. 72 38. 79 0. 429

Enhanced
Context_Prompt

50. 08 40. 10 0. 445

Opin 52. 54 36. 17 0. 407
CAD 52. 86 35. 84 0. 404
IRCAN 42. 72 37. 64 0. 468
SI-FACT
(Ours)

54. 17 33. 22 0. 380

Notes: the ‘↑’ indicates the highter values are better, and
‘↓’ indicates that lower values are better.

The results clearly demonstrate the superior per-
formance of the SI-FACT framework. On the core met-
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ric CCR, SI-FACT achieved the highest scores on both
datasets. On the ECARE_KRE dataset, SI-FACT’ s
advantage was most pronounced, with a CCR of
75. 97% , exceeding that of CAD[17] (69. 75% ) by o-
ver 6. 2% , and outperforming IRCAN[8] by a large
margin of 18. 1% . On the more challenging COSE _
KRE dataset, SI-FACT’s CCR reached 54. 17% , also
surpassing the next best method, CAD[17](52. 86% ).
This indicates a fundamental enhancement in the
model’s ability to adhere to the given context.

On the PCR metric, which evaluates the stubborn-
ness, SI-FACT also performed best, achieving the low-
est values on both datasets. On ECARE _ KRE, SI-
FACT’ s PCR was only 24. 03% , significantly lower
than all baseline methods. This proves that SI-FACT
not only improves faithfulness but also most effectively
suppresses the model’s tendency to rely on its internal
conflicting knowledge.

Finally, the comprehensive metric MR further
confirms the superiority of SI-FACT. SI-FACT a-
chieved the lowest MR values on both datasets. This
shows that it achieves the best balance between enhan-
cing context adherence ( high CCR) and suppressing
memory dependence ( low PCR), representing a com-
prehensive improvement.

Comparison with SFT: We implemented a super-
vised fine-tuning (SFT) baseline trained on the exact
same dataset. As shown in Table 3, while SFT im-
proves contextual adherence ( CCR 69. 46% ), SI-
FACT significantly outperforms it ( CCR 75. 97% ) .
This reflects the low data dependency of SI-FACT.

To more intuitively compare the comprehensive
performance of different methods, we plotted an MR-
CCR frontier scatter plot ( Fig. 2 ). The x-axis is
CCR, and the y-axis is MR. Points located towards the
bottom-right indicate better performance ( higher CCR
and lower MR). It can be seen that SI-FACT is loca-
ted at the lower-right corner of the performance fron-
tier, significantly outperforming other methods.

Overall, the comparison results across both
benchmarks clearly demonstrate the effectiveness of SI-
FACT. It consistently achieves the highest contextual
consistency rate ( CCR) and the lowest memorization
ratio ( MR) among all baseline methods, indicating
that the model fine-tuned with SI-FACT is better a-
ligned with the external context and less dependent on
its internal memory.

Compared with IRCAN, which reweights neurons

Fig. 2　 MR-CCR frontier scatter plot

in the feed-forward networks, SI-FACT optimizes the
attention layer, enabling the model to directly adjust
how it allocates attention between contextual evidence
and stored knowledge. This attention-level optimization
yields a more intrinsic and stable improvement in con-
textual faithfulness.

Additionally, to verify the Self-Improving cycle,
we conducted a second round of training using data gen-
erated by the converged SI-FACT model. On the
ECARE dataset, the CCR further improved from
75. 97% to 76. 81% ( + 0. 84%). This continued gain
supports that the feedback loop is valid: a better model
produces higher-quality training data, e. g. , harder nega-
tives, which in turn refines the model’s alignment.

Furthermore, the significantly lower PCR of SI-
FACT compared to IRCAN indicates successful memory
override, which is the primary goal in our tasks. While
this implies a trade-off where the model might follow
incorrect context (blind faithfulness), this behavior is
intentional to prioritize retrieved evidence over outdated
parameters. Ensuring context veracity is delegated to
upstream retrieval components.
3. 2. 2　 Representation space analysis

To provide qualitative visual support for the effect
of SI-FACT in pulling faithful representations closerand
pushing unfaithful ones farther apart in the representa-
tion space, we performed centralized t-distributed sto-
chastic neighbor embedding (t-SNE) [24] visualization on
the vectors of the anchor, positive, and negative sam-
ples for multiple data points. Specifically, for each data
point, we first extracted the sentence embedding vectors
h for the anchor and its corresponding positive and neg-

461 HIGH TECHNOLOGY LETTERS | Vol. 32 No. 2 | Jun. 2026　



ative samples. We then centralized them using the an-
chor’s representation vector as the origin (Δh = h -
hanchor) to eliminate semantic shifts between different
content. Subsequently, all centralized difference vectors
were aggregated, and t-SNE was used to reduce the
high-dimensional embeddings to two dimensions.

Fig. 3 ( a ) shows the results before training,
where positive and negative samples are intermingled in
the space without clear boundaries, indicating that the
model did not distinguish between context-faithful and
unfaithful answers in the representation space before
SI-FACT optimization.

Fig. 3 ( b) displays the results after SI-FACT
training. All positive samples, representing context-
faithful answers, are clearly clustered to the right of
the origin in the 2D projection space, indicating they
are closer to their respective anchors. The negative
samples are generally distributed on the other side and
are significantly more separated from the positive sam-
ples. This provides supporting evidence that SI-FACT
has encoded faithfulness as a separable direction,
making the distinction between context-faithful and
unfaithful answers more pronounced at the representa-
tion level.

Fig. 3　 Centralized t-SNE visualization results. (The axes represent the first and second principal components of
t-SNE. The plot uses anchor-centered normalization with a unified scale to ensure comparability. Note that
faithful (positive) and unfaithful (negative) samples are more clearly separated after training. )

　 　 It is worth noting that the model not only learned
to distinguish between context-faithful and unfaithful
answers but also, to some extent, formed distinct sub-
clusters for different types of unfaithful answers.

Discussion of overlap. We observe that a small
portion of negative samples may still overlap with posi-
tives in local regions of the 2D projection. This can
happen when the corruption is minimal (e. g. , a single
fact flip or a short injected clause), making the nega-
tive semantically close to the faithful answer.
3. 2. 3　 Data efficiency analysis

A core finding of this study is the extremely high
data efficiency of the SI-FACT framework. Experiments
showed that performance peaked after using only 1 000
self-generated training samples.

This result demonstrates the high efficiency of SI-

Fig. 4　 Performance curve of the SI-FACT framework
under different training sample sizes

FACT in improving the contextual faithfulness of LLM.
The targeted data actively generated by the model is far
more efficient than random data or large-scale data lac-
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king specific targeting. This high efficiency makes
2SI-FACT a highly practical and scalable solution,
enabling the enhancement of LLM reliability under re-
source constraints and overcoming the major obstacle
that pre-hoc methods are often considered costly.

To further evaluate data efficiency, we compare
the training data required by different frameworks to a-
chieve the task. IRCAN[8] used 2122 annotated sam-
ples, whereas SI-FACT achieved a higher CCR with
only 1000 samples. To quantify this advantage, we de-
fine training efficiency (CCR per sample), represen-
ting the performance gain contributed by each training
instance. As shown in Fig. 5, SI-FACT attains twice
the efficiency of IRCAN, demonstrating that our meth-
od enables more effective use of limited data and re-
duces reliance on large-scale human annotation.

Fig. 5　 Comparison of training efficiency between
SI-FACT and IRCAN.

3. 2. 4　 Analysis of impact on general capabilities
To verify whether our proposed SI-FACT frame-

work would harm the model’s existing general capabil-
ities, we conducted a comparison of the performance of
the SI-FACT tuned model and the original model on four
widely recognized general capability benchmarks. These
benchmarks cover knowledge question answering (Trivi-
aQA) [25], mathematical reasoning (GSM8K) [26], com-
monsense reasoning ( Hellaswag ) [27], and complex
question answering (ARC-Challenge) [28] .

As shown in Table 5, the SI-FACT tuned model
exhibited a slight performance decrease on some gener-
al benchmarks but showed a minor improvement on the
knowledge Q&A benchmark, TriviaQA. This result in-
dicates that our method largely preserves the model’ s
core general reasoning and understanding abilities.
This minor performance trade-off is acceptable, sugges-
ting that SI-FACT is an efficient and targeted enhance-
ment method. Its optimization objective is focused on
improving contextual faithfulness without significantly
damaging the model’s existing knowledge system. Cru-
cially, the stability on Hellaswag and GSM8K(internal
reasoning tasks) confirms that SI-FACT does not over-
suppress parametric knowledge. This demonstrates that
the model retains its intrinsic reasoning capabilities and
internal memory structure despite the faithfulness opti-
mization. This further highlights the practical value of
our framework as a minimally invasive optimization
strategy.

Table 5　 Performance comparison on general capability benchmarks

Benchmark Task type Original model accuracy / % SI-FACT model accuracy / % Performance change

TriviaQA Knowledge QA 71. 00 71. 40 + 0. 40

GSM8K Mathematical reasoning 67. 40 66. 60 - 0. 80

Hellaswag Commonsense reasoning 65. 40 64. 71 - 0. 69

ARC-Challenge Complex QA 74. 41 72. 48 - 1. 93

　 　 Reasoning for performance variance: We attribute
the slight performance drops ( e. g. , - 1. 93% on
ARC-Challenge) to a shift in attention bias. SI-FACT
explicitly tunes the attention mechanism to prioritize
external context. In tasks that rely purely on internal
parametric knowledge without external context, this in-
duced ‘context-seeking’ tendency might introduce mi-
nor interference. However, the overall stability indi-
cates that this trade-off is minimal, and the model ef-
fectively retains its core reasoning capabilities.

3. 2. 5　 Analysis of negative sample distribution
There is a unavoidable distributional gap between

self-generated samples and naturally occurring errors.
Real-world hallucinations are often subtle and diverse,
whereas our self-generated samples are designed to be
explicit and structured (e. g. , direct contradictions).
However, this distinction is strategic: these explicit
samples serve as paradigmatic examples that efficiently
sharpen the decision boundary between faithful and un-
faithful representations. Empirical results on external
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benchmarks confirm that learning from these structured
‘hard negatives’ successfully generalizes to the more
nuanced errors found in real-world scenarios.
3. 2. 6　 Robustness in real-world RAG scenarios

To verify robustness against implicit noise (e. g. ,
redundancy) in real-world scenarios, we evaluated SI-
FACT on the Popularity Question Answering (PopQA)
benchmark using a standard Retrieval-Augmented Gen-
eration (RAG) pipeline. SI-FACT achieved 57. 4%
accuracy, significantly outperforming the original mod-
el (52. 8% ). This + 4. 6% gain confirms that the
model learns to filter retrieval noise and improves deci-
sion reliability in practical RAG scenarios.

4　 Conclusions

This paper proposed the SI-FACT framework to
address the issue of large language models generating
unfaithful answers in knowledge conflict scenarios. The
framework uses a self-instruction mechanism to gener-
ate high-quality contrastive samples and leverages cont-
rastive learning to successfully strengthen the model’ s
capability for contextual faithfulness at the representa-
tion level. Experimental results show that SI-FACT not
only significantly outperforms existing methods on the
key metrics of CCR, PCR, and MR, but also achieves
optimal performance with only a small amount of data,
highlighting its efficiency. Furthermore, SI-FACT did
not significantly affect the model’ s general capabili-
ties, indicating that it achieves targeted optimization
while preserving its original reasoning and understand-
ing abilities.

From a theoretical perspective, this method pro-
vides empirical evidence for the feasibility of model
self-teaching, enriching the application scenarios of
self-supervised and contrastive learning in the optimiza-
tion of large models. From a practical standpoint, SI-
FACT can enhance a model’s contextual faithfulness at
a low annotation cost, offering a viable path for deplo-
ying trustworthy LLMs in high-risk applications such as
finance and healthcare.

A key advantage of SI-FACT is zero inference over-
head. Since the LoRA adapters are merged into the base
model, inference speed remains identical to the original
model, making it highly scalable for large-scale knowl-
edge bases compared to inference-time interventions.
The primary bottleneck lies in the offline data generation
phase, which can be optimized in future work via paral-

lel batch inference or distilled small models.
The model’ s discrimination capability may de-

grade when facing ambiguous information or complex
multi-hop conflicts, and its robustness in noisy real-
world scenarios remains to be verified. Consequently,
future research will extend SI-FACT in three direc-
tions: applying it to larger-scale models; integrating it
with RAG to optimize faithfulness in complex, open
environments (specifically addressing noise and ambi-
guity); and extending the self-improvement paradigm
to other critical capabilities such as safety enhancement
and bias mitigation, thereby advancing LLMs toward
greater autonomy and reliability.
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